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1. Introduction  

Motivation  
Ψ!ǳǘƻƳŀǘŜŘ 9ǎǎŀȅ {ŎƻǊƛƴƎΩ Ƙŀǎ ōŜŜƴ ŀ ƭŀǊƎŜ ŀǊŜŀ ƻŦ ǊŜǎŜŀǊŎƘ ǎƛƴŎŜ ǘƘŜ мфслǎΦ Lƴ such a process, a 

ǾŀǊƛŜǘȅ ƻŦ ΨŦŜŀǘǳǊŜǎΩ ŀǊŜ ŜȄǘǊŀŎǘŜŘ ŦǊƻƳ ŜǎǎŀȅǎΣ ǎǳŎƘ ŀǎ ǿƻǊŘ ŀƴŘ ǎŜƴǘŜƴŎŜ ƭŜƴƎǘƘ ŀƴŘ ǘƘŜ ǎǘǊǳŎǘǳǊŜ 

of sentences, before the data is collaborated to provide a final classification [SHERMIS 03]. 

Ψ!ǳǘƻƳŀǘŜŘ 9ȄŀƳ {ŎƻǊƛƴƎΩ ƛǎ ŀ ƳƻǊŜ ƻōƧŜŎǘƛǾŜ ƳƻŘŜ of classification, in which answers are analysed 

for the presence of concrete facts or statements instead of using any continuous measure. This has 

been the subject of much research in the Computational Linguistics department at Oxford 

University, using an online study as the source of data, in which students completed a GCSE Biology 

paper [PULMAN 05]. The techniques employed are varied, but falls into two main categories. One 

simulating a human style marker defines the marking scheme via patterns inputted by an 

administrator, allowing for as many variants of an answer as possible. The clear disadvantage of this 

method is the hours of work required to painstakingly write these patterns, but this method yields 

high accuracy. Average accuracy in excess of 95% was obtained. 

The latter method adopts a machine learning approach using a set of pre-marked answers for the 

training process. [PULMAN 06] experimented with a system in which the answers are treated as a ΨōŀƎ 

of wordsΩ with no semantic structure incorporated. A technique known as Ψk nearest neighbour 

(KNN)Ω ǿŀǎ ǳǎŜŘΣ ǿƘƛŎƘ ƛƴƛǘƛŀƭƭȅ ǊŜƳƻǾŜǎ ǎǘƻǇ ǿƻǊŘǎ ŦǊƻƳ ǘƘŜ ŀƴǎǿŜǊ ǎŜǘǎ όǿƻǊŘǎ ƻŦ ŎƻƳƳƻƴ ǳǎŀƎŜ 

ǎǳŎƘ ŀǎ ΨŀƴŘΩύ and assigns each keyword a TDF-L5C ƳŜŀǎǳǊŜ όά¢ŜǊƳ CǊŜǉǳŜƴŎȅέ ŀƴŘ ά5ƻŎǳƳŜƴǘ 

CǊŜǉǳŜƴŎȅέΣ concepts in the Information Retrieval domain combined to indicate the ΨǎƛƎƴƛŦƛŎŀƴŎŜΩ ƻŦ 

a term). Each answer in the training set is then converted to an incidence vector form given its terms 

όǿŜƛƎƘǘƛƴƎ ŜŀŎƘ ŜƭŜƳŜƴǘ ǿƛǘƘ ǘƘŜ ŎƻǊǊŜǎǇƻƴŘƛƴƎ ǘŜǊƳΩǎ ¢5C-IDF measure), as well as the answer to 

classify. Using a distance measure, the closest k training answers are obtained, and the modal score 

of these used for classification. 

This naive method is subject to a number of problems, as highlighted by Professor Stephen Pulman 

in this BBC News article: 

άtǊƻŦŜǎǎƻǊ {ǊƛƘŀǊƛ ŀǎƪŜŘ ƘǳƳŀƴ ŜȄŀƳƛƴŜǊǎ ǘƻ ƎǊŀŘŜ олл ŀƴǎǿŜǊ ōƻƻƪƭŜǘǎΦ IŀƭŦ ƻŦ ǘƘŜ ƎǊŀŘŜŘ ǎŎǊƛǇǘǎ 

were then fed into the computer to "teach" it the grading process. The software identified key words 

and phrases that were repeatedly associated with high grades. If few of these features are present in 

ŀƴ ŜȄŀƳ ǎŎǊƛǇǘΣ ƛǘ ƎŜƴŜǊŀƭƭȅ ǊŜŎŜƛǾŜǎ ŀ ƭƻǿ ƎǊŀŘŜΧ 

Professor Stephen Pulman at the University of Oxford has identified another potential pitfall in 

Professor Srihari's approach. "You can't just look for keywords, because the student might have the 

right keywords in the wrong configuration, or they might use keywords equivalents," Professor Pulman 

ǎŀȅǎΦέ 

Thus if the answer requirement is a statement such as ΨǘƘŜ Ŏŀǘ ŎƘŀǎŜŘ ǘƘŜ ƳƻǳǎŜΩ, then an answer of 

ΨǘƘŜ ƳƻǳǎŜ ŎƘŀǎŜŘ ǘƘŜ ŎŀǘΩ ǿƻǳƭŘ ōŜ ŀŎŎŜǇǘŜŘ ŘŜǎǇƛǘŜ ǘƘŜ ŎƭŜŀǊ ǎŜƳŀƴǘƛŎ ƛƴŜǉǳŀƭƛǘȅΣ ŘǳŜ ǘƻ ǘƘŜ 

identical set of words. 

This project aims to extend this method by incorporating the semantic structure of sentences, so 

ǘƘŀǘ ŦƻǊ ǘƘŜ ŀōƻǾŜ ŜȄŀƳǇƭŜ ΨǘƘŜ ƳƻǳǎŜ ŎƘŀǎŜŘ ǘƘŜ ŎŀǘΩ ǿƻǳƭŘ ōŜ ƳŀǊƪŜŘ ŀǎ ƛƴŎƻǊǊŜŎǘΣ ǿƘŜǊŜŀǎ ΨǘƘŜ 

ƳƻǳǎŜ ǿŀǎ ŎƘŀǎŜŘ ōȅ ǘƘŜ ŎŀǘΩ ǿƻǳƭŘ ōŜ ƳŀǊƪŜŘ ŀǎ ŎƻǊǊŜŎǘΦ 
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CAndC Parser & Boxer  
The CAndC (Clark and Curran) parser uses statistical methods and ΨǎǳǇŜǊǘŀƎƎƛƴƎΩ to convert English 

sentences into a tree representing their structure, as detailed in [CLARK 07]. It was developed by 

Stephen Clark (a lecturer at Oxford University and member of the Oxford Computational Linguistics 

Group) and James Curran. The output of the parser is a CCG (Combinatory Categorial Grammar) file, 

representing this sentence structure. 

Alone, this representation is insufficient for machine learning use, given that the semantic 

interpretation of the sentences is our concern. We therefore use a tool called Boxer, which uses 

Prolog to convert the CCG into a form called DRS (Discourse Representation Structure). This is 

compatible with first-order logic, and thus can be used to make reasoned logical deductions (with its 

application extending to other systems such as Question Answering). 

Consider the sentence άWǳƭƛŀ ǎŀǿ .ƻō Ŝŀǘ ǘƘŜ ƳŀǊǎƘƳŀƭƭƻǿΦέ Its CCG form is: 

 

The graphical form of its corresponding DRS is: 

 

Verbs and nouns are represented as objects (here x0 to x5) with predicates defining their properties 

and relations connecting them. 

The Data 
!ƭƭ Řŀǘŀ ƛǎ ŦǊƻƳ ǎǘǳŘŜƴǘǎΩ ŀƴǎǿŜǊǎ ǘƻ D/{9 .ƛƻƭƻƎȅ ǇŀǇŜǊǎ όōƻǘƘ ŦƻǳƴŘŀǘƛƻƴ ŀƴŘ ƘƛƎƘŜǊ ǘƛŜǊǎύ ŦǊƻƳ 

2001 and 2003. The anonymised data is made available under a confidentiality agreement courtesy 

of the OCR Exam Board. Maximum marks for answers vary between 1 and 4 marks. 

Weka 
Weka is a suite of machine learning tools for Java, developed by the University of Waikato in New 

Zealand. It provides a variety of classifiers (including Naive Bayesian, Neural Networks and Decision 

Trees), clustering algorithms and other utilities. Downloads and documentation can be found at 

http://www.cs.waikato.ac.nz/~ml/weka/. 

http://www.cs.waikato.ac.nz/~ml/weka/
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2. System Overview 
 

In the scope of this project, we investigate 3 different methods of exam mark classification: a naive 

keyword approach in which the answers are treated ŀǎ ŀ ΨōŀƎ ƻŦ ǿƻǊŘǎΩ ŀǎ ŘŜǎŎǊƛōŜŘ ŀōƻǾŜ (but 

using a more standaǊŘ ŎƭŀǎǎƛŦƛŜǊ ǘƘŀƴ ǘƘŜ Ψƪ ƴŜŀǊŜǎǘ ƴŜƛƎƘōƻǳǊΩ ǘŜŎƘƴƛǉǳŜύ, an approach which 

incorporates the sentence semantics, and a potential optimisation of the latter which uses a new 

type of classifier. !ƭƭ о ƳŜǘƘƻŘǎ ǳǎŜ ŀ ΨǎǳǇŜǊǾƛǎŜŘ ƭŜŀǊƴƛƴƎΩ ŀǇǇǊƻŀŎƘΣ ǘƘŀǘ ƛǎΣ ǿŜ train a classifier 

with pre-marked data, and use this to mark subsequent answers. 

Such a classification problem requires a number of stages: 

1. Semantic Conversion: This takes the answers in English (a CSV file containing the answers 

and marks), and converts them to a semantic representation, using the CAndC parser to 

identify the sentence structure. This is then fed this into Boxer, producing a semantic 

representation (i.e. a DRS). Clearly this step is skipped in the keyword approach. The 

conversion process is described in Section 3. 

2. Featurisation: ! ΨŦŜŀǘǳǊŜΩ ƛǎ ŀ ǎƛƴƎǳƭŀǊ ǇǊƻǇŜǊǘȅ ŜƴŎƻƳǇŀǎǎƛƴƎ ǎƻƳŜ ŦŀŎǘ ŀōƻǳǘ ŀƴ ŀƴǎǿŜǊΦ ! 

ΨōƛƴŀǊȅ ŦŜŀǘǳǊŜΩ ǘŀƪŜǎ the value 0, denoting the feature is not present, or 1 if it is. The aim of 

this stage is to provide some function which maps the answer (either in its raw form for the 

ƪŜȅǿƻǊŘ ŀǇǇǊƻŀŎƘΣ ƻǊ ǘƘŜ 5w{ ŦƻǊ ǘƘŜ ǎŜƳŀƴǘƛŎ ŀǇǇǊƻŀŎƘύ ǘƻ ŀ ǎŜǘ ƻŦ ǎǳŎƘ ΨŦŜŀǘǳǊŜǎΩ ǿƘƛŎƘ 

are satisfied. For the keyword approach, the mapping simply produces a set of words the 

answer contains. For the semantic approach, the DRS is a non-linear structure and thus the 

mapping is more ambiguous. The latter is dealt with in Section 4. 

3. Data Preparation: Such features from all answers must be collated to provide a suitable 

input for a classifier. ¢Ƙƛǎ Řŀǘŀ ƛǎ ŜƳōƻŘƛŜŘ ŀǎ ŀ ŦƛƭŜ ƪƴƻǿƴ ŀǎ ŀƴ Ψ!wCCΩ. See Section 5. 

4. Training: ! ǎǳƛǘŀōƭŜ ƳŀŎƘƛƴŜ ƭŜŀǊƴƛƴƎ ŎƭŀǎǎƛŦƛŜǊ ƛǎ ŎƘƻǎŜƴΣ ŀƴŘ ƛǎ ΨǘǊŀƛƴŜŘΩ ǿƛǘƘ ǘƘƛǎ Řata. 

5. Classification: Subsequent new answers are parsed (if necessary) and featurised as before. 

This is fed into the trained classifier to provide an estimated classification (i.e. a mark) for 

the answer. 

 

  
Parser (1) ArffGenerator (2+3) Trainer (4) 

Classifier 

English CSV 
Semantic 

CSV 
     ARFF 

 Parser 
English 

answer 

DRS 
Mark 

(5) 
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3. Parsing 
 

Our initial input data is a CSV file containing a list of English sentences, each with a classification. The 

aim of the parsing process is to produce a new CSV file, instead with DRS expressions representing 

each of the sentences. There are 2 methods of parsing.  

One method uses the online parser found on the CAndC website.1 However, a more practical 

solution would incorporate a server which can administer requests from clients and send the parsed 

expressions back. The CAndC tools include a SOAP server and client, which communicate with each 

other (potentially externally). The advantage of these is that the high overhead cost associated with 

ǎǘŀǊǘƛƴƎ ǘƘŜ ǇŀǊǎŜǊ ƴŜŜŘ ƻƴƭȅ ƻŎŎǳǊ ƻƴŎŜ ƛƴ ǘƘŜ ǎŜǊǾŜǊΩǎ ƭƛŦŜǘƛƳŜΣ ǊŜƭŀǘƛǾŜ ǘƻ ƻƴŎŜ ǇŜǊ ǇŀǊǎŜ ǊŜǉǳŜǎǘΦ 

Both of these operate on the same host, and we disregard their remote capabilities of these in order 

ǘƻ ǇǊƻŘǳŎŜ ŀ WŀǾŀ ΨǿǊŀǇǇŜǊΩ ǿƘƛŎƘ ƎƛǾŜǎ ǘƘƛǎ ŦǳƴŎǘƛƻƴŀƭƛǘȅΦ ¢ƘŜ SOAP client should not be confused 

with the remote Java client, the latter of which generates the parse requests. 

What is required is a server which forwards requests to the SOAP client (which in turn communicates 

with the SOAP server). It may need to manage the requests of multiple remote clients, and thus we 

create a separate manager for each connection, running concurrently. It performs the following: 

1. The SOAP server is started. 

2. We indefinitely wait on a specified port for external clients to make a connection. When an 

incoming request is received, a socket and a manager representing the connection are 

created. 

3. In this manager, we construct an input and output stream from the socket, and continually 

read from it until the connection closes. We read an English sentence from the stream, write 

it to a file (given that the parser reads from a file) and instruct the SOAP server to parse the 

sentence. Finally we use Boxer to convert this to a DRS expression, which is delivered to the 

output stream. 

A client end of the communication is also required. It sends the sentence to the server and delivers 

the parsed and boxed DRS expression returned to the required resource. As before, we establish a 

socket using the host name and port of the external machine running the server, and construct an 

input and output stream to read and write from. 

The structure of the entire parsing system can be summarised as follows: 

 

 

 

 

 

                                                           
1
 This can be found at http://svn.ask.it.usyd.edu.au/trac/candc/wiki/Demo  

http://svn.ask.it.usyd.edu.au/trac/candc/wiki/Demo
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Client (joebloggs.worc.ox.ac.uk) 

ClientCAndC ClientCAndC 

Client (bobsmith.worc.ox.ac.uk) 

Server (curlew.comlab.ox.ac.uk) 

ServerThread 

soap_client soap_server 

boxer 

   English    DRS 

English 

English 

CCG 

CCG 

DRS 

English 

DRS 

ServerCAndC 
   [allocation of] 

Request 

connection 
Request 

connection 

   [initiate] (once only) 



8 
 

4. Representing Semantic Atomic Facts 
 

As previously discussed, previous attempts at implementing a machine learning system to classify 

ŀƴǎǿŜǊǎ ƘŀǾŜ ǊŜƭƛŜŘ ƻƴ ǘǊŜŀǘƛƴƎ ǘƘŜƳ ŀǎ ŀ ΨōŀƎ ƻŦ ǿƻǊŘǎΩΣ ǎǳŎƘ ǘƘŀǘ ƳŀǊƪƛƴƎ ǿŀǎ ōŀǎŜŘ ƻƴ ŎƻƳƳƻƴ 

keywords. However, this has a major flaw. The ordering and form of words have no bearing, leading 

ǘƻ ŦŀƭǎŜ ǇƻǎƛǘƛǾŜǎΦ CƻǊ ŜȄŀƳǇƭŜ άWŀŎƪ ŎƻƭƭŜŎǘǎ ǎǘŀƳǇǎ ǿƛǘƘ Wƛƭƭέ ŀƴŘ άWƛƭƭ ǎǘŀƳǇǎ ƻƴ WŀŎƪ ŀǎ ƘŜ ŎƻƭƭŜŎǘǎ 

Wƛƭƭέ ŀǊŜ ƭƛƪŜƭȅ ǘƻ ƘŀǾŜ ǎƛƳƛƭŀǊ ŎƭŀǎǎƛŦƛŎŀǘƛƻƴǎΣ ŘŜǎǇƛǘŜ ǘƘŜƛǊ ǾŜǊȅ ŘƛŦŦŜǊŜƴǘ ƳŜŀƴƛƴƎǎ ŀƴŘ ŘƛŦŦŜǊŜƴǘ uses 

ƻŦ ǘƘŜ ǿƻǊŘ ΨǎǘŀƳǇǎΩΦ Lƴ ƻǘƘŜǊ ǿƻǊŘǎΣ ǘƘŜǊŜ ƛǎ ƴƻ ŎŀǇŀŎƛǘȅ ŦƻǊ ǎŜƳŀƴǘƛŎ ǊŜǇǊŜǎŜƴǘŀǘƛƻƴΦ Lƴ ǘƘŜ ƭŀǘǘŜǊ 

ǎŜƴǘŜƴŎŜΣ ŀƭǘƘƻǳƎƘ Wƛƭƭ ƛǎ ǇŜǊŦƻǊƳƛƴƎ ǘƘŜ ΨǎǘŀƳǇƛƴƎΩΣ ƛǘ ŎƻǳƭŘ Ŝǉǳŀƭƭȅ ōŜ WŀŎƪΦ 

The aim therefore is to derive a way of semantically representing sentences that is complete, sound 

and most importantly, linear. That is, we wish to deconstruct a sentence into a collection of atomic 

ǇǊŜŘƛŎŀǘŜǎ όƘŜǊŜ ŘŜǎŎǊƛōŜŘ ŀǎ ΨǎŜƳŀƴǘƛŎ ŀǘƻƳƛŎ ŦŀŎǘǎΩύ ǎǳŎƘ ǘƘŀǘ ǘƘŜǎŜ ǇǊƻǇŜǊǘƛŜǎ ŀǊŜ ǎŀǘƛǎŦƛŜŘΦ This is 

ŀƴ ŜȄŀƳǇƭŜ ƻŦ ΨŦŜŀǘǳǊƛǎŀǘƛƻƴΩΣ ǘƘŀǘ ƛǎΣ ǿŜ ƛŘŜƴǘƛŦȅ ŀ ƴǳƳōŜǊ ƻŦ ǇƻǎǎƛōƭŜ ǇǊƻǇŜǊǘƛŜǎ ƻŦ ǘƘŜ ƛƴǇǳǘ Řŀǘŀ 

(in this case, the presence of each of the generated atoms) for the use of machine learning 

application at a later stage. To establish these concepts of soundness, completeness and linearity, 

ǘŀƪŜ ŦƻǊ ŜȄŀƳǇƭŜ ŀ ǎŜƴǘŜƴŎŜ ǊŜǇǊŜǎŜƴǘŜŘ ōȅ ʰ ŀƴŘ ǘƘŜ ΨǎŜƳŀƴǘƛŎ ŀǘƻƳ ŦŀŎǘǎΩ ǿŜ ǿƛǎƘ ǘƻ ƎŜƴŜǊŀǘŜ 

from it by a set { 1̡, ... , n̡}: 

¶ For soundness, "ƛ Φ ʰ Ṻ i̡. In other words, all such facts are implied by the original sentence. 

¶ For completeness, (Ø|Ù|¬ύ ʲi Ṻ .h That is, some disjunctive/conjunctive/negative 

combination of the atoms implies the original sentence. Allowing the disjunctive connective 

to yield  h may at first seem odd, but the necessity becomes clear when considering 

sentences ǿƛǘƘ ǘƘŜ ǿƻǊŘ ΨƻǊΩΤ ƛŦ ŦƻǊ ŜȄŀƳǇƭŜ ά¢ƘŜ ƪƛǘŜ ƛǎ ǊŜŘ ƻǊ ƎǊŜŜƴέ ǿŀǎ ǎǇƭƛǘ ƛƴǘƻ άwŜŘ 

ƪƛǘŜέ ŀƴŘ άDǊŜŜƴ ƪƛǘŜέΦ 

¶ Linearity simply implies the lack of some recursive or complex data structure, instead 

ƪŜŜǇƛƴƎ ǘƘŜ ŀǘƻƳƛŎ ŦŀŎǘǎ ΨŦƭŀǘΩΦ IŜǊŜΣ ŀǘƻƳƛŎƛǘȅ ƛƳǇƭƛŜǎ ǘƘŜ ŀōsence of the Ø,  Ù and ¬ 

connectives.  

We define a suitable function j which produces every possible inference that can be made from a 

DRS expression ʰΣ ǘƘŀǘ ƛǎΣ ǘƘŜ i̡ ŀǎ ŘŜŦƛƴŜŘ ŀōƻǾŜΦ ¢ŀƪŜ ŦƻǊ ŜȄŀƳǇƭŜ ǘƘŜ ǎŜƴǘŜƴŎŜ ά²ƘŜƴ Ƨƻƭƭȅ /ŀǊƻƭ 

ƭŀǳƎƘǎΣ ǘƘŜǊŜ ƛǎ ŀƴ ŜŀǊǘƘǉǳŀƪŜέΦ ²Ŝ Ŏŀƴ ƳŀƪŜ ŀ ƴǳƳōŜǊ ƻŦ inferences from the sentence, 

representing looser forms: 

1. When Carol laughs, some event occurs. 

2. When someone laughs, some event occurs. 

3. When Carol performs some action, some event occurs. 

4. When jolly Carol laughs, some event occurs. 

5. Carol is involved in the sentence. 

6. Carol is jolly. 

7. An earthquake occurred. 

8. When someone laughs, an earthquake occurs. 

And so on. To formally define j, we consider all the mappings for all possible DRS sub-expressions to 

ǎŜǘǎ ƻŦ ΨŀǘƻƳǎΩ. The DRS consists of a number of objects, representing nouns or verbs, named via a 

specially typed predicate. The atom produced is simply the name of the predicate (note that the 

term after the colon indicates the type): 



9 
 

j(p:noun(x))    =  { p:String } 

j(p:verb(x))    =  { p:String } 

For example, j(cat(x)) Ґ ϑ άŎŀǘέ }. In addition, other unary predicates representing adjuncts can 

modify such an entity; this is an adjective in the case of a noun, and an adverb in the case of a verb. 

Its corresponding atoms consist of the name of the modifier and the modifier combined with the 

name of the entity. The nm(x) ŦǳƴŎǘƛƻƴ ǎƛƳǇƭȅ ǊŜǘǊƛŜǾŜǎ ǘƘŜ ŀǎǎƛƎƴŜŘ ΨƴŀƳŜΩ ƻŦ ǘƘŜ Ŝƴǘƛǘȅ x. 

j(p:adj(x))    =  { p:String ,  p:String[nm(x)]} 

For convenience, we define j(x) to be all atoms associated with the entity x. We similarly take j of 

the whole DRS expression  has the union of sets produced by applying the function to all expressions 

contained within it. That is:  

j(x) = j(p1(x) ; ... ; pn(x))   =  j(p1(x)) Ç ... Ç j(pn(x))  

j(h) = jό1h Τ ΦΦΦ Τ ʰn)   =  jό1h(x)) Ç ... Ç jόnh(x))  

Binary predicates (i.e. relations) connect two entities, and typically represent a verb or a 

prepositional modifier. In mind of providing all inferences, the resulting atoms must incorporate 

every possible pair of atoms from the atom sets of the constituent entities: 

j(p(x1, x2))   = { p:String[e1,e2] | e1 Í j(x1) Ø e2 Í j(x2) }  

Larger DRS expressions can be combined together using a variety of conjunctives. These must be 

dealt with appropriately: 

jό ʰ Ù ʲ ύ   = j(hύ Ç j όʲύ 

jό ʰ Ø ʲ ύ   = j(hύ Ç j όʲύ 

jόʰ Ґκƛǎ ʲύ   = ϑ άŜ1 = e2έΣ άŜ2 = e1έ μ Ŝ1 Í jόʰύ Ø e2 Í jόʲύ ϒ  

jόʰ ­ ʲύ   = ϑ άŜ1 ­ e2έ μ Ŝ1 Í jόʰύ Ø e2 Í jόʲύ ϒ  

jό Ҙʰ ύ    = j(hύ 

Such a function may initially seem disastrously hideous to a logician: negation is ignored, and 

conjunction and disjunction are treated in a uniform way. The motivation is to have as high coverage 

as possible of all inferences made by the sentence, with the only requirement being that the original 

sentence can be reconstructed from some conjunctive/disjunctive/negative combination of a subset 

of j(h). Note that the equality relation is symmetric, therefore we must supply both orderings in the 

string representation. We do not treat  h­  ̡as ¬  hÙ  ̡given we are only interested if the inference 

was made, not if it was true vacuously when  his false.  

To ŘŜƳƻƴǎǘǊŀǘŜ ǘƘƛǎ ŘŜŦƛƴƛǘƛƻƴΣ ǘŀƪŜ ǘƘŜ ǎŜƴǘŜƴŎŜ ά¢ƘŜ ōƛƎ ŘƻƎ ƧǳƳǇŜŘ ƻǾŜǊ ǘƘŜ ƭŀȊȅ ƳŀƴΦέ ¢Ƙƛǎ 

could be represented in DRS by: 

dog(x1) ; big(x1) ; man(x2) ; lazy(x2) ; jump(x3) ; agent(x3,x1) ; over(x3,x2)

In this example, the jumping is being executed by the dog (i.e. the dog is the agent of the jumping). 

Using the laws above, the following atoms are produced: 

 



dog 

big 

big[dog] 

man 

lazy 

lazy[man] 

jump 

agent[jump,big[dog]] 

agent[jump,dog] 

agent[jump,big] 

over[jump,lazy[man]] 

over[jump,lazy] 

over[jump,man] 

Relevance to Exam Marking  
The above system is based on assumptions relating to a generic marking system. We assume that 

some number of marks are awarded for the conjunctive/disjunctive combination of these atomic 

ŦŀŎǘǎΦ CƻǊ ŜȄŀƳǇƭŜΣ ŀ ƳŀǊƪ Ƴŀȅ ōŜ ŀǿŀǊŘŜŘ ŦƻǊ ƳŜƴǘƛƻƴƛƴƎ ǘƘŀǘ ǘƘŜ Ƴŀƴ ƛǎ ƭŀȊȅ όάƭŀȊȅώƳŀƴϐέύ ŀƴŘ 

another for identifying a jump occurred oveǊ ƘƛƳ όάƻǾŜǊώƧǳƳǇΣƳŀƴϐέύΦ 

There may initially appear to be a problem with answers either being too specific or not specific 

ŜƴƻǳƎƘΦ {ŀȅ ŦƻǊ ŜȄŀƳǇƭŜ ǘƘŀǘ άƻǾŜǊώƧǳƳǇΣƳŀƴϐέ ǿŀǎ ǊŜǉǳƛǊŜŘ ŦƻǊ ŀ ƳŀǊƪΦ LŦ ǘƘŜ ǳǎŜǊ ǿŀǎ ǘƻ ŀƴǎǿŜǊ 

ǿƛǘƘ άƧǳƳǇŜŘ ƻǾŜǊ ǘƘŜ ƭŀǊƎŜ ƳŀƴέΣ ǿŜ ƻōǘŀƛƴ άƻǾŜǊώƧǳƳǇΣƭŀǊƎŜώƳŀƴϐϐέ ŀƴŘ ōȅ ŘŜŎƻƴǎǘǊǳŎǘƛƻƴΣ 

άƻǾŜǊώƧǳƳǇΣƳŀƴϐέ ŀƭǎƻΦ Lǎ ŀ ƳŀǊƪ ŀǿŀǊŘŜŘ ŦƻǊ άƧǳƳǇŜŘ ƻǾŜǊ ǘƘŜ large Ƴŀƴέ ƛŦ ǘƘŜ ŀƴǎǿŜǊ ǊŜǉǳƛǊŜŘ 

ǿŀǎ άƧǳƳǇŜŘ ƻǾŜǊ ǘƘŜ ƳŀƴέΚ ¢Ƙƛǎ ƛǎ ǎƻƳŜǿƘŀǘ ƻŦ ŀƴ ŀƳōƛƎǳƻǳǎ ǉǳŜǎǘƛƻƴΦ Lƴ ǎƻƳŜ ŎŀǎŜǎΣ ǘƘŜ ŜȄǘǊŀ 

detail may be unnecessary but not detrimental to the answer; we may consider that our example 

merits the mark. However, there are some cases where clearly extra detail changes the answer. Take 

ŦƻǊ ŜȄŀƳǇƭŜ ǘƘŜ ŀƴǎǿŜǊ ά¢ƘŜ ŀŎǘ ƻŦ ǇǳǘǘƛƴƎ ƳŀƎƴŜǎƛǳƳ ƛƴ ǿŀǘŜǊ ŎŀǳǎŜǎ ŀ ǊŜŀŎǘƛƻƴΦέ ¢ƘŜƴ ά¢ƘŜ ŀŎǘ ƻŦ 

putting magnesium in water causes a fatal ǊŜŀŎǘƛƻƴΦέ ƛǎ ŎƭŜŀǊƭȅ ǿǊƻƴƎΣ ƎƛǾŜƴ ǘƘŀǘ ƛǘ ƎǊƻǎǎƭȅ 

misrepresents the magnitude of the reaction. 

CƻǊǘǳƴŀǘŜƭȅΣ ŀ ǎǳƛǘŀōƭŜ ƳŀŎƘƛƴŜ ƭŜŀǊƴƛƴƎ ƳŜǘƘƻŘ Ŏŀƴ ǳǎǳŀƭƭȅ ŎŀǘŜǊ ŦƻǊ ǘƘƛǎΦ [Ŝǘ ŀƴ ŀƴǎǿŜǊ ōŜ ʰ όŜΦƎΦ 

red dog) and its looser implication ʲ όŜΦƎΦ ŘƻƎύ ǎǳŎƘ ǘƘŀǘ ʰ ­  ̡(i.e. a red dog is a dog): 

¶ CƻǊ ŀƴ ŀŎǘǳŀƭ ŀƴǎǿŜǊ ʰ ǿƘŜǊŜ  ̡is not specific enough (e.g. where red dog would be awarded 

a mark but not dogύΥ ʰ Ø Ҙ ̡holds. 

¶ For an actual answer ʲ ǿƘŜǊŜ ʰ is an acceptable extension (e.g. if dog was accepted, then 

red dog ǿƻǳƭŘ ŀƭǎƻ ōŜ ŀŎŎŜǇǘŜŘύΥ ʰ Ù  ̡holds. 

¶ For an actual answer ʲ ǿƘŜǊŜ ʰ is not a valid extension (such as with the chemistry example 

ŀōƻǾŜύΥ Ҙʰ Ø  ̡holds. 

¢ƘŜǎŜ ŀǊŜ ŀƭƭ ǎƛƳǇƭŜ .ƻƻƭŜŀƴ ŜȄǇǊŜǎǎƛƻƴǎ ǿƘƛŎƘ Ŏŀƴ ōŜ ΨƭŜŀǊƴŜŘΩ ŘǳǊƛƴƎ ǘƘŜ ǘǊŀƛƴƛƴƎ ǇǊƻŎŜǎǎΦ 

/ƭŀǎǎƛŦƛŜǊǎΩ ŀōƛƭƛǘȅ ǘƻ ƭŜŀǊƴ ŀƴȅ ǎǳŎƘ .ƻƻƭŜŀƴ ŜȄǇǊŜǎǎƛƻƴ ƧǳǎǘƛŦƛŜǎ ƻǳǊ ŦǳƴŎǘƛƻƴ j used for linearisation. 

There is however one particular flaw with the definition of j, in the way that negation is handled. It 

ƛǎ ŘƛŦŦƛŎǳƭǘ ǘƻ ŘƛǎǘƛƴƎǳƛǎƘ ōŜǘǿŜŜƴ ά¢ƘŜ ŘƻƎ ǿŀǎ ǊŜŘέ ŀƴŘ ά¢ƘŜ ŘƻƎ ǿŀǎ not ǊŜŘέΣ ǎƛƴŎŜ ǘƘŜ ƴŜƎŀǘƛƻƴ 

is ignored. The underlying problem is that the binary value in the vector representation of the 

ŀƴǎǿŜǊ ǊŜǇǊŜǎŜƴǘǎ ǘƘŜ ǇǊŜǎŜƴŎŜ ƻǊ ŀōǎŜƴŎŜ ƻŦ ŀ ŎƭŀǳǎŜΣ ƴƻǘ ǘƘŜ .ƻƻƭŜŀƴ ƛƴǘŜǊǇǊŜǘŀǘƛƻƴ ƻŦ ΨǘǊǳŜΩ ƻǊ 

ΨŦŀƭǎŜΩΦ ²Ŝ ŎƻǳƭŘ ǇǊƻǇŀƎŀǘŜ ǘƘŜ Ҙ ǘhrough subclauses (resulting in sets like { dog, red, red[dog] } and 

{ dog, ¬red, ¬red[dog] }), or use 3-valued logic (i.e. 0 for the absence of a feature, 1 if present but 

negative, and 2 if present and positive), but such attempts generally lowered the accuracy of the 

system (by up to 10% for some data sets). One might suggest that this is due to students generally 

ŀǾƻƛŘƛƴƎ ǎǇŜŎƛŦȅƛƴƎ ŀ ŎƻǊǊŜŎǘ ŀƴǎǿŜǊ ōŜŦƻǊŜ ƴŜƎŀǘƛƴƎ ƛǘΦ CƻǊ ŜȄŀƳǇƭŜΣ ǘƘŜ ǉǳŜǎǘƛƻƴ ά.ȅ ǿƘƛŎƘ ǇǊƻŎŜǎǎ 

ǘƻ Ǉƭŀƴǘǎ ǇǊƻŘǳŎŜ ƻȄȅƎŜƴ ŀƴŘ ŦƻƻŘΚέ ƛǎ ǳƴƭƛƪŜƭȅ ǘƻ ōŜ ŀƴǎǿŜǊŜŘ ǿƛǘƘ άbƻǘ ōȅ ǇƘƻǘƻǎȅƴǘƘŜǎƛǎΦέ 
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5. Data Preparation and Training  
 

Parsing and atomising from the previous stage will produce sets of atoms for each of the answers. In 

order to produce an input file suitable for a classifier, these must be collated. 

In Weka, a training file for a classifier is known as an ARFF (Attribute-Relation File Format) file. The 

file has two segments: the first is an ordered list of attributes (each with a data range defined), and 

the second a data table representing the instances (i.e. answers) as vectors, where each element 

represents a value for the corresponding attribute (the last value being the classification for the 

instance). 

Producing the set of attributes is trivial; we simply take the union of all the sets of atoms. To 

ǇǊƻŘǳŎŜ ǘƘŜ Řŀǘŀ ǘŀōƭŜΣ ŦƻǊ ŜŀŎƘ ƛƴǎǘŀƴŎŜ ƛƴ ǘƘŜ ǘǊŀƛƴƛƴƎ ǎŜǘ ǿŜ ǳǎŜ ǘƘŜ ǾŀƭǳŜ ΨмΩ ŦƻǊ ŀƴ ŜƭŜƳŜƴǘ ƛŦ ǘƘŜ 

ŀǘǘǊƛōǳǘŜ ŀǇǇŜŀǊǎ ƛƴ ƛǘǎ ǎŜǘ ƻŦ ŀǘƻƳǎΣ ŀƴŘ ΨлΩ ƻǘƘŜǊǿƛǎŜΦ ¢Ƙƛǎ ƛǎ ōŜǎǘ ƛƭƭǳǎǘǊŀǘŜŘ ōȅ ŀƴ ŜȄŀƳǇƭŜΤ 

consider these 3 sets of atoms for the 3 answers in the training set: 

A1 = { cat, dog, mouse }, A2 = { dog, horse, rabbit }, A3 = { horse, monkey } 

Suppose that A1 received 1 mark, A2 received 0 and A3 received 2. Then the appropriate ARFF file 

would look like such: 

@relation animal_example 

@attǊƛōǳǘŜ άŎŀǘέ ϑ лΣ м ϒ 

ϪŀǘǘǊƛōǳǘŜ άŘƻƎέ ϑ лΣ м ϒ 

ϪŀǘǘǊƛōǳǘŜ άƳƻǳǎŜέ ϑ лΣ м ϒ 

ϪŀǘǘǊƛōǳǘŜ άƘƻǊǎŜέ ϑ лΣ м ϒ 

ϪŀǘǘǊƛōǳǘŜ άǊŀōōƛǘέ ϑ лΣ м ϒ 

ϪŀǘǘǊƛōǳǘŜ άƳƻƴƪŜȅέ ϑ лΣ м ϒ 

ϪŀǘǘǊƛōǳǘŜ άŎƭŀǎǎƛŦƛŎŀǘƛƻƴέ ϑ лΣ мΣ н ϒ  

 

@data 

1, 1, 1, 0, 0, 0,  1 

0, 1, 0, 1, 1, 0,  0 

0, 0, 0, 1, 0, 1,  2 

Notice that we must determine the maximum mark in the training set in order to define the range 

ŦƻǊ ǘƘŜ άŎƭŀǎǎƛŦƛŎŀǘƛƻƴέ ŀǘǘǊƛōǳǘŜΦ ¦Ǉƻƴ ŎƻƭƭŀǘƛƴƎ ǘƘŜ ŀǘǘǊƛōǳǘŜǎΣ ƛǘ is beneficial to maintain a count of 

all attributes. Any attribute occurring only once is removed, as it is deemed as having insufficient 

impact on the classifier. This has the benefit of massively reducing the number of attributes, thus 

making training and classification considerably faster. 

Training a classifier in Weka is near trivial using an ARFF file. We construct an untrained classifier, 

and an object representing the data in the ARFF file. After providing a reference to this data in the 

classifier, the training process is finally invoked2.  

 

                                                           
2
 ¢ƘŜ ǘǊŀƛƴŜŘ ŎƭŀǎǎƛŦƛŜǊ ƛǎ ǊŜǉǳƛǊŜŘ ŦƻǊ ŦǳǘǳǊŜ ǳǎŜΣ ǎƻ ǿŜ ǳǎŜ WŀǾŀΩǎ FileOutputStream class to write the classifier 
ǘƻ ŀ ŦƛƭŜΦ CƛƭŜ ǊŜǇǊŜǎŜƴǘŀǘƛƻƴǎ ƻŦ ŎƭŀǎǎƛŦƛŜǊǎ ŀǊŜ όŀǊōƛǘǊŀǊƛƭȅύ ƎƛǾŜƴ ΨƳƻŘŜƭΩ ŀǎ ŀ ŦƛƭŜ ŜȄǘŜƴǎƛƻƴΦ 
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There are a number of established classifiers that one may wish to use. Here is a brief description of 

the options available: 

¶ Neural Network: ¢Ƙƛǎ Ŏƻƴǎƛǎǘǎ ƻŦ ŀ ƴǳƳōŜǊ ƻŦ ŎƻƴƴŜŎǘŜŘ ǳƴƛǘǎ ƪƴƻǿƴ ŀǎ ΨƴŜǳǊƻƴeǎΩ, 

analogous to the functioning of the brain. Each neurone takes the weighted sum of its 

inputs, and applies a function (usually either a threshold or sigmoid function) to produce its 

output. The network uses the training set and error minimisation Ǿƛŀ ŀ ǇǊƻŎŜǎǎ ƻŦ ΨōŀŎƪ 

ǇǊƻǇŀƎŀǘƛƻƴΩ to iteratively adjust these weights. 

¶ Decision Tree: This repeatedly partitions the training set on attributes, ordered by the 

ΨƛƴŦƻǊƳŀǘƛƻƴ ƎŀƛƴΩ όƛΦŜΦ ǘƘŜ ŜȄǘŜƴǘ ƻŦ ŘƛǾŜǊǎƛǘȅ ƛƴ ǘƘŜ ǇǊƻǇƻǎŜŘ ǇŀǊǘƛǘƛƻƴƛƴƎύ ŜŀŎƘ ŀǘǘǊƛōǳǘŜ 

provides. This results in a tree, with each node splitting into two given the presence of a 

certain feature, and the ΨleavesΩ designating the resulting classification. 

¶ Naive Bayesian Classifier: ¢Ƙƛǎ ǳǎŜǎ ǎƛƳǇƭŜ ǇǊƻōŀōƛƭƛǎǘƛŎ ǘƘŜƻǊȅ ōŀǎŜŘ ƻƴ .ŀȅŜǎΩ ¢ƘŜƻǊŜƳ. It 

calculates the probability of a classification (given the features) by using the probability of 

each feature given the classification and the prior probability of each classification, both of 

which are easily calculated. The classification which maximises this probability is selected. It 

assumes that each of the features are independent. 

¶ Maximum entropy modelling: A framework for integrating information from many sources 

for classification. The idea is that it finds a model that satisfies the given constraints but does 

ƴƻǘ Ǝƻ ΨōŜȅƻƴŘ ǘƘŜ ŘŀǘŀΩΣ ǘƘŀǘ ƛǎΣ ƛǘ ŀǾƻƛŘǎ ŀ ƳƻŘŜƭ ƴƻǘ ƧǳǎǘƛŦƛŜŘ ōȅ the empirical evidence 

(i.e. the training set). Its advantage over the Naive Bayesian classifier is that it does not 

enforce independence assumptions with regard to the features. 

Each of these classifiers has its own advantages and disadvantages. For the purposes of the 

evaluation process, the decision tree and naive Bayesian classifiers will be used, given their support 

by the Weka libraries. 

Given our 4 stages of semantic parsing, featurisation, data preparation and training, we now have a 

complete system suitable for testing. However, there are some possible refinements we can make 

given the specific nature of the classification problem at hand. Two issues raised and explored are 

that of spelling correction, and a new form of classification that deals with the cumulative nature of 

exam marking.  
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6. Spelling Correction  
 

Exam answers, typically those of a younger contiguate, must be expected to be filled with both 

grammatical and spelling errors. While the former are incredibly difficult to correct by autonomous 

means, it is possible to develop a system which corrects spelling errors with a good degree of 

accuracy. 

One must initially question the importance of this correction in marking. Errors in inconsequential 

words which form the structure of the sentence will be of little concern to the examiner. However 

correcting such words would seem vital in order for the parser and boxer to establish a more 

accurate interpretation of the sentence, and to reduce the number of attributes in training. On the 

other hand, misspellings of keywords directly encapsulated by the mark scheme may heavily 

ƛƴŦƭǳŜƴŎŜ ǘƘŜ ŜȄŀƳƛƴŜǊΩǎ ƳŀǊƪƛƴƎΦ ²ƘƛƭŜ ǘƘŜ ΨŜȄŀƳƛƴŜǊΩǎ ƎŜƴŜǊƻǎƛǘȅΩ ƛǎ ǇƻǎǎƛōƭŜ ǘƻ ŀǇǇǊƻȄƛƳŀǘŜƭȅ 

ƳƻŘŜƭΣ ƛǘ ǊŀƛǎŜǎ ǘƘŜ ƛǎǎǳŜ ǘƘŀǘ ΨŘŜǎƛǊŀōƭŜ ǎǇŜƭƭƛƴƎ ŎƻǊǊŜŎǘƛƻƴΩ ƛǎ ŀ ŦŀƛǊƭȅ ŀƳōƛguous and 

nondeterministic problem. This would suggest that a semi-autonomous approach should be adopted 

rather than a fully autonomous one. The system should produce a modifiable mapping defining how 

spelling corrections should be made, before mapping this (whenever the administrator chooses to 

do so) on the data. 

An important observation to make is that a universal set of correct spellings is difficult to obtain. 

Many words are subject specific and thus will not be found in a standard dictionary. Therefore we 

must use a combination of the words in the data and words in a dictionary. A simplified version of 

the proposed correction algorithm can be defined as thus: 

correction(word) = if  correct(word) then word else 

        arg max ( { score(x,word) | x Í suggestedCorrections(word) } Ç { score`(x,word) | x Í corpus } ) 

where score(x,y) and score`(x,y) are two different scoring functions for dictionary and corpus 

comparison. We distinguish between the 2 functions since we wish to take into account the 

frequency of words in the corpus. 

Dictionary Comparison  
Upon obtaining a list of suggestions for an incorrectly spelled word, we obtain a similarity measure 

between the word w and the suggested correction s: 

scoreόǿΣǎύ Ґ ʰΦCƛǊǎǘ[ŜǘǘŜǊ.ƻƴǳǎόǿΣǎύ ς ʲΦ[ŜǾŜƴǎƘǘŜƛƴ5istance(w,s) 

ς LetterDifference(w,s) ς SizeDifference(w,s)  

Lǘ ǿŀǎ ŦƻǳƴŘ ʰ Ґ о ŀƴŘ ʲ Ґ н produced the best results. A number of functions, of the type     

(String,String) m  ᴓ, provide various string metrics: 

Name Explanation Motivation Implementation 

Levenshtein Distance The number of insertion, 
deletion, or substitution 
character operations 
required to change from 
w to s. For example, the 
ÄÉÓÔÁÎÃÅ ÂÅÔ×ÅÅÎ ȰËÉÔÔÅÎȱ 
ÁÎÄ ȰÓÉÔÔÉÎÇȱ ÉÓ σȢ 

This provides an initial 
well-established 
comparison measure. 

A dynamic 
programming 
algorithm using a (n 
+ 1) × (m + 1) 
matrix, where n and 
m are the lengths of 
the two strings. 
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First Letter Bonus Returns 1 if the first letter 
of both words is the same, 
and 0 otherwise. 

Regardless of how badly 
a word is spelled, 
typically  the first letter is 
correct. Thus from 
ȰÒÅÃÉÅÖÅȱȟ ÉÔ ÉÓ ÍÏÒÅ ÌÉËÅÌÙ 
ÔÈÁÔ ȰÒÅÃÅÉÖÅȱ ×ÁÓ 
ÉÎÔÅÎÄÅÄ ÔÈÁÎ ȰÂÅÌÉÅÖÅȱȟ 
despite both having the 
same Levenshtein 
distance. 

 

Letter Difference Taking each word as a set 
of letters, it counts the 
number of letters which 
are in one word but not 
the other. 

We favour corrections in 
which the letters used is 
more consistent. This for 
example favours a 
ÃÏÒÒÅÃÔÉÏÎ ÆÒÏÍ ȰÄÏÅÎȱ ÔÏ 
ȰÄÏÎÅȱ ÒÁÔÈÅÒ ÔÈÁÎ ÔÈÅ 
ÌÅÓÓ ÐÒÏÂÁÂÌÅ ȰÄÅÎȱȢ 

#[ letterset(s)  ᷊
letterset(w) c ] + 
#[letterset(s) c ᷊  
letterset(w) ]  

Size Difference The difference in size 
between w and s. 

This gives more 
ÐÒÅÆÅÒÅÎÃÅ ÔÏ Á ȬÌÅÔÔÅÒ 
ÐÁÉÒ Ó×ÁÐȭ ÏÖÅÒ ÁÎ 
addition/deletion, and 
eliminates candidate 
corrections too different 
in size. 

| # w - # s | 

  

We keep the correction with the highest score, but delay adding this to the mapping given that 

this may be overwritten by a better match in the corpus. 

Corpus Comparison  
When comparing a misspelled word against the corpus (i.e. the exam answers), the assumption 

above that the words are correctly spelled can no longer be made; therefore the frequency of each 

term must be taken into account. We can augment the previous metric to provide a new one: 

ǎŎƻǊŜΩ(w,s) = µ . log frequency(s) + score(w,s) - ‗ 

In essence, we provide extra weighting if the word is commonly occurring, that is, we can be more 

ŎƻƴŦƛŘŜƴǘ ƻŦ ǘƘŜ ǿƻǊŘΩǎ ΨŎƻǊǊŜŎǘƴŜǎǎΩΦ The constant ‗ ensures that it is not necessarily the case that 

ǎŎƻǊŜΩόǿΣǎύ Ҕ ǎŎƻǊŜόǿΣǎύ (which would essentially discard dictionary comparison). We make a number 

of checks to prevent incorrect mappings: 

1. Most obviously, we ignore the pair (w,s) if w is equal to s (preventing the identity mapping). 

2. We ignore (w,s) if the Levenshtein Distance between them is greater than 5. This prevents a 

mapping to a very dissimilar word if it is the best that exists (i.e. it may be the case there is 

no mapping available at all). 

3. We ignore (w,s)  if the frequency of w is greater than the frequency of s in the corpus. This 

prevents mapping cycles, which would cause an infinite loop when attempting to map the 

corrections on the data. 

Other Considerations  
There are a few forms of errors that cannot be easily detected by the above methods. We can 

correct these accordingly: 
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1. Plurality errors: It is common for the plural form of a word to be misspelled. For example, 

άōŀōƛŜǎέ ƛǎ ŎƻƳƳƻƴƭȅ ǿǊƛǘǘŜƴ ƛƴŎƻǊǊŜŎǘƭȅ ŀǎ άōŀōȅǎέΣ ŀƴŘ άƘŀƭǾŜǎέ ŀǎ άƘŀƭŦǎέΦ In the above 

techniques, it is likely that an alternative word will be suggested, therefore we must 

compensate accordingly. We hypothetically replace common incorrect suffices with their 

ŎƻǊǊŜŎǘ ŜǉǳƛǾŀƭŜƴǘΣ ǎǳŎƘ ŀǎ άȅǎέ ŦƻǊ άƛŜǎέ ŀƴŘ άŦǎέ ŦƻǊ άǾŜǎέΦ LŦ ǘƘŜ ƴŜǿ ǿƻǊŘ ƛǎ ƛƴ ǘƘŜ 

dictionary, we add this to the mapping and ignore any other correction methods. 

2. Words augmented with apostrophes: bƻǳƴǎ Ŏŀƴ ƘŀǾŜ άΩǎέ ŀŘŘŜŘ ǘƻ ǘƘŜ ŜƴŘΦ ¢ƘŜ ƴŜǿ ǎǘǊƛƴƎ 

is not in the dictionary, despite this extension being perfectly valid. We check if the substring 

before the apostrophe is in the dictionary, and if so, regard the word as correct. 

3. Word splitting: It is common for certain pairs of words to be incorrectly merged, for example 

άŀǎǿŜƭƭέΣ άŀƭƻǘέ ŀƴŘ άǘƘŀƴƪȅƻǳέΦ ¢ƻ ǎǇƭƛǘ ǘƘŜǎŜΣ ǿŜ hypothesise a space insertion at each 

point in the string; if this forms two words both found in the dictionary, we add this to the 

mapping. This method can be problematic if not augmented, given that unlikely splits such 

ŀǎ άŀǎǿŜƭƭέ ƛƴǘƻ άŀ ǎǿŜƭƭέ Ŏŀƴ ōŜ ƳŀŘŜΦ ¢Ƙƛǎ ǇǊƻōƭŜƳ Ŏŀƴ ōŜ ǇŀǊǘƛŀƭƭȅ ŀƭƭŜǾƛŀǘŜŘ ōȅ ŦŀǾƻǳǊƛƴg 

splits in which the bigram occurs most frequently ƛƴ ǘƘŜ ŎƻǊǇǳǎ όƛΦŜΦ άŀǎ ǿŜƭƭέ ƛǎ ƭƛƪŜƭȅ ǘƻ 

ƻŎŎǳǊ ƳƻǊŜ ŦǊŜǉǳŜƴǘƭȅ ǘƘŀƴ άŀ ǎǿŜƭƭέύΦ 

Mapping the Corrections  
The mappings of incorrect words to their (hopefully) correct forms are saved in a file. This allows the 

user to inspect the suggested mappings and either add their own or modify/correct the ones already 

present. The mapping is applied simply by searching for occurrences of each member of the 

mapping key in the data, and replacing it with its corresponding value. 

A Demonstration  
Here is a sample of corrections produced when dealing with a ǉǳŜǎǘƛƻƴ ƻƴ ΨǾŀǎƻŎƻƴǎǘǊƛŎǘƛƻƴΩ: 

alot  a lot 

ammount  amount 

aswell  as well 

bodys  bodies 

capilaries  capillaries 

capilary  capillary 

capileries  capillaries 

capillarites capillaries 

capillars  capillaries 

capillarys  capillaries 

capilleries capillaries 

capilliaries capillaries 

capilliery  capillary 

cappillaries capillaries 

cappillary  capillary 

cappilleries capillaries 

colser  colder 

dont  don't 

errect  erect 

everytime every time 

hypothlamus hypothalamus 

insulater  insulator 

inturn  in turn 

mantain  maintain 

normaly  normally 

prents  parents 

presonne  person 

stoped  stopped 

suplie  supply  

transfered transferred 

traveling  travelling 

vascoconstrict vasoconstrict 

vascondriction vasoconstriction 

vasconstriction vasoconstriction 

vascontriction vasoconstriction 

vasilaconstriction vasoconstriction 

vasoconstruction vasoconstriction 

vesseles  vessels 

vessles  vessels 
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7. Cumulative Classification  
 

The approaches used thus far produced promising results despite the small training sets available. 

However, there is a significant conceptual flaw in the classification approach used, stemming from 

the fact that classifiers have no abstract noǘƛƻƴ ƻŦ ΨƳŀƎƴƛǘǳŘŜΩ ƛƴ ǘƘŜƛǊ ƻǳǘǇǳǘǘŜŘ ǾŀƭǳŜǎΦ aŀǊƪǎ 

assigned may as well be replaced with arbitrary letters or symbols, since the classifiers cannot 

distinguish that a mark of 2 is greater than a mark of 1. This leads to some unfortunate 

consequences: 

¶ As the maximum mark becomes large, standard classifiers rapidly deteriorate in 

performance. Consider for example all answers which are awarded 5 out of 10 marks. These 

marks could have been awarded in 10C5 = 252 ways. Clearly, even with a large training set, it 

would be impossible for classifiers to fully encapsulate 5 mark answers, when one considers 

that each of these 252 ways are based on multiple features, further increasing the 

uncertainty. 

¶ We neglect dependency assumptions. If an answer is classified as 2 and satisfies some 

property A Ø B, then clearly if two answers both classified as 1 have the properties A and B 

respectively satisfied, then they are strongly correlated. By ignoring these dependencies, we 

surrender a large quantity of inference that can potentially greatly aid in the training 

process. 

A possible solution we propose ƛǎ ǘƻ ƛƴǘǊƻŘǳŎŜ ŀ ƴƻǘƛƻƴ ƻŦ ΨŎǳƳǳƭŀǘƛǾŜ ŎƭŀǎǎƛŦƛŎŀǘƛƻƴΩΣ with just one 

fundamental property: 

If two sets of properties X and Y are satisfied resulting in classifications x and y respectively, 

then the overall resulting classification for X Ç Y is x + y (given that X is not a subset of Y, and 

vice versa). 

This is an intuitive principle, and encompasses the way in which an examiner would mark a paper. If 

an answer gets a mark for mentioning one point and a second for another, then one would expect 

this to contribute a total of 2 marks to their final mark. Standard machine learning classifiers cannot 

represent this concept. 

The method proposed can be divided into 3 distinct stages: 

1. Segmentation: We divide the features into sets of features relating to each mark in the mark 

scheme. These sets may not necessarily be disjoint, neither must they span the whole set of 

features. We maintain a classifier for each of the marks, with the corresponding sets 

ŘŜƴƻǘƛƴƎ ŜŀŎƘ ƻƴŜΩǎ ŀǘǘǊƛōǳǘŜǎΦ 

2. Training: For each answer, we determine which of the marks are most likely to be satisfied 

ŀƴŘ ǿƘƛŎƘ ŀǊŜƴΩǘΣ ŀƴŘ ǘǊŀƛƴ ŜŀŎƘ ŎƭŀǎǎƛŦƛŜǊ ŀŎŎƻǊŘƛƴƎƭȅΦ 

3. Classification: We combine the outputs of these classifiers to provide an overall classification 

for the answer. 
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In summary, we are delegating the problem to each of the individual marks, combining their results 

to solve the overall classification task. The following sections deal with the motivation and 

implementation for each of the three stages. 

Segmentation  
The cumulative classifier is a composite of simpler classifiers managing the classification of each 

individual mark. Each of these classifiers requires a list of attributes, and intuitively one would 

expect this to incorporate features relating to this particular mark. There are two measures which 

we must consider to determine the accuracy of this algorithm. The first is precision; the proportion 

of featureǎ ǿƘƛŎƘ ŀǇǇŜŀǊ ƛƴ ǘƘŜ ΨƻǇǘƛƳǳƳ ƎǊƻǳǇΩΦ ¢ƘŜ ǎŜŎƻƴŘ ƛǎ ǊŜŎŀƭƭΤ ǘƘŜ ǇǊƻǇƻǊǘƛƻƴ ƻŦ ŦŜŀǘǳǊŜǎ 

ŦǊƻƳ ǘƘŜ ΨƻǇǘƛƳǳƳ ƎǊƻǳǇΩ ǘƘŀǘ ŀǇǇŜŀǊΦ 

Precision is important, when we consider that taking the entire set of features for all groups, which 

produces 100% recall but low precision, would result in poor classification, given that the system has 

no way to distinguish between marks. Recall is also important, given that neglecting important 

features produces a classifier that is not representative of the mark. 

Some consideration should be given to the relationship between the sets of features. Should for 

example the sets be disjoint? This depends greatly on the mark scheme in question. Marks tend to 

be based on independent points to avoid ambiguity in marking, but it is very possible that two 

different marks will mention the same item or action. The sets need not provide full coverage of the 

entire feature set, when we consider that many points contained within some answer may be 

entirely irrelevant to the mark scheme, and thus not associated with any particular mark. 

We construct 3 different methods that attempt to perform this segmentation. The first 2 of these 

ǳǎŜ ŀ ΨŎƻ-ƻŎŎǳǊǊŜƴŎŜΩ ƳŀǘǊƛȄΣ ǘƘŀǘ ƛǎΣ ŀ ǎȅƳƳŜǘǊƛŎ n x n matrix (n is the number of features) where 

each element Mij =Mji is the number of times feature i occurs with feature j. This can be interpreted 

as a measure of the connection between 2 features. To compute this, we take a binary matrix A 

representing the training data, such that each row is an incidence vector representing one answer3. 

M is easily calculated: 

M = AT . A 

This follows from the fact Mij takes the dot product of columns i and j (where such a vector is the 

incidence vector of a particular feature across all answers), equating to the number of times both 

features occur across all answers (i.e. if both features are present in a particular answer, their 

product is 1, contributing to the total count, otherwise their product is 0). We could feasibly use Mk 

for some k > 1 to improve the connectivity of features. If k = 2 for example, then M2
ij

 conceptually 

indicates the extent to which feature i is connected to feature j via some intermediate feature; if for 

ŜȄŀƳǇƭŜ άŎŀǘέ ƻŎŎǳǊǎ ǿƛǘƘ άŦǳǊέ ƛƴ ŀƴ ŀƴǎǿŜǊ ŀƴŘ άŦǳǊέ ǿƛǘƘ άŘƻƎέΣ ōǳǘ ƴƻǘ άŎŀǘέ ǿƛǘƘ άŘƻƎέΣ ǘƘŜƴ 

M2 alƭƻǿǎ ǳǎ ǘƻ ƳŀƪŜ ǎǳŎƘ ŀ ŎƻƴƴŜŎǘƛƻƴ ōŜǘǿŜŜƴ άŎŀǘέ ŀƴŘ άŘƻƎέΦ Ln practice this has an adverse 

effect for the type of data in question. We finally map the log function onto all elements of the 

                                                           
3
 !ƴ ƛƴƛǘƛŀƭ ŀǎǎǳƳǇǘƛƻƴ ǿŀǎ ǘƘŀǘ ŦƛƭǘŜǊƛƴƎ ǘƘŜ ƳŀǘǊƛȄ ǘƻ Ǌƻǿǎ ǘƘŀǘ ǊŜŎŜƛǾŜŘ ΨмΩ ŀǎ ŀ ŎƭŀǎǎƛŦƛŎŀǘƛƻƴ Ƴŀȅ ǇǊƻǾƛŘŜ ŀƴ 

optimisation. This is because each row would have present features mostly corresponding to one mark, thus 
increasing the probability that two features have a high co-occurrence due to them relating to the same mark. 
However, this reduced the training set to such an extent that this was not a viable approach.  
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matrix before normalising the columns4. This ensures that particular high co-occurrence values do 

not dominate and force other values towards 0 after normalisation. 

Method 1: Standard K -means Clustering  

K-means clustering is a commonly used method that partitions elements into disjoint sets (which 

span the entire set) using a standard algorithm. The resulting clusters have been partitioned in such 

a way that the mean distance from each vector to the centroid5 of its respective cluster is minimised. 

The process consists of simply clustering on the columns of M into k sets, where k is the maximum 

mark. Weka provides clustering facilities, thus the implementation involves producing ŀ ΨǿǊŀǇǇŜǊΩ 

which uses the matrix M to construct an input suitable for the clusterer, before returning a list of 

sets, where each set contains the indices of the features in the cluster. 

The algorithm is fast and efficient, and provides moderate accuracy for most questions. However the 

disjoint set assumption is likely to cause problems for questions where high feature overlap occurs 

between marks. 

Method 2: Iterative Clique Merging  

An alternative approach proposed here generates a number of seeds, where each seed is an island 

of closely connected features, before merging them into the required number of clusters. 

Instead of normalising the columns in M as before, we scale all elements down so that the maximum 

ŜƭŜƳŜƴǘ ƛǎ мΦ ²Ŝ ŘŜŦƛƴŜ ŀ ǘƘǊŜǎƘƻƭŘ ʰ όл ғ ʰ Җ мύ ǎǳŎƘ ǘƘŀǘ ƛŦ aij җ ʰΣ ǘƘŜ ōƻƴŘ ōŜǘǿŜŜƴ ŦŜŀǘǳǊŜǎ ƛ ŀƴŘ 

Ƨ ƛǎ ŎƻƴǎƛŘŜǊŜŘ ǘƻ ōŜ ΨǎǘǊƻƴƎΩΣ ŀƴŘ ΨǿŜŀƪΩ ƻǘƘŜǊǿƛǎŜΦ ¢Ƙƛǎ ŀƭƭƻǿǎ ǳǎ ǘƻ ŎƻƴǎǘǊǳŎǘ ŀƴ ǳƴŘƛǊŜŎǘŜŘ ƎǊŀǇƘ 

DΣ ǿƘŜǊŜ ǿŜ ŘŜŦƛƴŜ ǘƘŜ ƴƻŘŜǎ ǘƻ ōŜ ǘƘŜ ŦŜŀǘǳǊŜǎΣ ŀƴŘ ǘƘŜ ŜŘƎŜǎ ǘƻ ōŜ ǘƘŜ ΨǎǘǊƻƴƎ ōƻƴŘǎΩΦ 

To demonstrate this, take an example such that the co-occurrence matrix M is: 

 A B C D E F 

A 1 1 1 1 0 0 
B 1 1 1 0 0 0 
C 1 1 1 1 0 0 
D 1 0 1 1 0 0 
E 0 0 0 0 1 1 
F 0 0 0 0 1 1 

 

with features A to F. ¢ƘŜ ǾŀƭǳŜ ƻŦ ʰ ƛǎ ŀǊōƛǘǊŀǊȅ ƘŜǊŜ ǎƛƴŎŜ all non-zero values are 1. This produces 

the graph: 

 

 

 

                                                           
4
 More specifically, the function is f(x) = log(x+1). This ensures that 0 maps to 0, rather than produce an error. 

5
 The centroid of a cluster is the mean of its constituent vectors. 

A 

C 

D B 

E 

F 
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We start by identifying all cliques contained within the graph. A clique is a set of nodes such that 

there is an edge between every pair of nodes within it. From the graph, we can see that there are 3 

cliques: {E, F}, {A, B, C} and {A, C, D}. To identify the cliques, we devise the following algorithm: 

Let cliques = Ø 

For (each row i of M) 

 If (cliques is empty) add new clique { i } to cliques 

 Else { 

  For ( each clique q in cliques) 

   If all the bonds from i to each of the elements in q are strong,  

add i to q. 

   Else if all the bonds from i to each of the elements in q are weak  

(and additionally, i was not added to any other clique in cliques)  

create a new clique { i } and add it to cliques. 

   Else (i.e. we have a mixture of weak and strong bonds) create 

a new clique: 

    qΩ Ґ ϑ ƛ ϒ Ç { j | strong(i, j), j Í q} 

    and add it to cliques.  

Presuming that cliques is not empty, we observe for each of the accumulated cliques which nodes 

the node i has edges to. Clearly if there are edges to all the nodes, the clique is preserved so we add 

the node i to the set. Similarly, if i has no edges to any element in the set of cliques (such as row E), 

we create a new clique (delayed until the end of iteration to ensure this condition is met). Lastly, if 

there are edges to some but not all the nodes in a clique (such as node D with {A,B,C}), we create a 

new clique containing the node itself and those nodes which it has an edge to. One might initially 

think this is a polynomial time algorithm6 given the nested for loops. However, the inner loop 

becomes larger as cliques expands, leading to an exponential algorithm. 

If we follow this algorithm for the above example, on each iteration we obtain: [{A}], [{A,B}], 

[{A,B,C}], [{A,B,C}, {A,C,D}] (where the split occurs), [{A,B,C}, {A,C,D}, {E}], [{A,B,C}, {A,C,D}, {E,F}]. 

We desire only k groups however, so the sets above must be merged. Merging is performed by 

constructing an appropriate algorithm: 

Let groups = cliques; Discard all g Í groups of size 1 

While( |groups| > k) 

 Let bestGroup1 = Ø 

Let bestGroup2 = Ø 

 For( each group g1 in groups) 

  For(each group g2 in groups) 

   Take the cross product of g1 and g2 (g1 x g2) and  

find the average bond strength over all pairs. If this value 

exceeds the best so far, set bestGroup1 = g1, bestGroup2 = g2. 

 Add bestGroup1 Ç bestGroup2 to groups. 

 Remove bestGroup1 and bestGroup2 from groups. 

                                                           
6
 If this were the case, then P = NP ƎƛǾŜƴ ǘƘŀǘ ŀ ǎƛƳƛƭŀǊ ǇǊƻōƭŜƳΣ ǘƘŜ ΨƳŀȄƛƳǳƳ ŎƭƛǉǳŜΩ ǇǊƻōƭŜƳΣ ŀǇǇŜŀǊǎ ŀǎ one 

of Richard Karp's original 21 problems shown NP-complete in his seminal 1972 paper "Reducibility Among 
Combinatorial Problems".  



20 
 

Suppose k = 2. Then just after one iteration of the algorithm, {A,B,C} and {A,C,D} will be merged to 

{A,B,C,D}, leaving this and {E,F}. Observing the original diagram, such group identification for this 

particular example appears sensible. 

The fundamental flaw in this algorithm is that its unavoidable exponential complexity renders 

segmentation on hundreds of features (as would usually be expected) infeasible. Even if divide-and-

conquer techniques could be used on the merging to produce an O(n.logn) algorithm, there exists 

tens of thousands of cliques produced from the previous process. Using singleton sets with each of 

the features as the seeds for the merging algorithm simply does not work as the resulting sets will be 

disjoint; in which case the standard clustering algorithm would be a superior alternative. 

One should aƭǎƻ ƴƻǘŜ ǘƘŀǘ ŀ ǎƭƛƎƘǘ ŀƭǘŜǊŀǘƛƻƴ ƛƴ ʰ Ŏŀƴ ŘǊŀǎǘƛŎŀƭƭȅ ŀƭǘŜǊ ǘƘŜ ƻǳǘǇǳǘ ƻŦ ǘƘŜ ŀƭƎƻǊƛǘƘƳΦ 

Clearly tweaking such a parameter dependent on the data set to improve results is undesirable. 

Method 3: Manual specification  

A non-autonomous alternative is to manually specify the groups each feature appears in. Clearly 

manually assigning features to groups removes the problems with the methods listed above, and 

any loss in accuracy is due only to human error. Given that a data set of 150 answers typically 

produces 800 features, the task is an arduous one and becomes impractical as the data set 

increases. A command line interface developed can alleviate this problem if the mark scheme is 

based on simple keywords (see Implementation Notes). 

Training  
The segmentation from the previous stage produces k classifiers with assigned attributes ready for 

training. In order to train multiple networks, we must determine a method of taking one instance 

and distributing this over the k classifiers. 

Suppose an answer in the dataset obtained a mark of j out of k όл Җ j Җ k). Each classifier can only 

produce a classification of 0 or 1 (indicating whether the mark was obtained or not), so we expect to 

train j of these classifiers with 1 (where the instance is restricted to the features the feature set 

corresponding to that classifier contains), and the remaining k-j with 0. 

To determine which of these j classifiers are trained with 1, we rank the k groups in order of cosine 

similarity ōŜǘǿŜŜƴ ǘƘŜ ŎƭǳǎǘŜǊΩǎ ǾŜŎǘƻǊ όǿƛǘƘ мǎ ŦƻǊ ŀǘǘǊƛōǳǘŜǎ ǘƘŀǘ ƻŎŎǳǊ ƛƴ ǘƘŜ ŎƭǳǎǘŜǊΣ ŀƴŘ лǎ ŦƻǊ 

ǘƘƻǎŜ ǘƘŀǘ ŘƻƴΩǘύ ŀƴŘ ǘƘŜ ƛƴǎǘŀƴŎŜ ǾŜŎǘƻǊΣ ŦǊƻƳ ƘƛƎƘŜǎǘ ǘƻ ƭƻǿŜǎǘΦ Lƴ ǇǊŀŎǘƛŎŀƭ ǘŜǊƳǎΣ ǘƘƛǎ ƎƛǾŜǎ ŀ 

relative measure of the magƴƛǘǳŘŜ ƻŦ ǘƘŜ ƛƴǎǘŀƴŎŜ ΨƳŀǘŎƘƛƴƎΩ ŜŀŎƘ ŎƭǳǎǘŜǊΦ hƴŎŜ ǘƘƛǎ ǊŀƴƪƛƴƎ ƛǎ 

achieved, we simply take the top j ŜƭŜƳŜƴǘǎ ŦǊƻƳ ǘƘŜ ƭƛǎǘ ŀǎ ǘƘŜ ŎƭǳǎǘŜǊǎ ǘƘŀǘ ΨǊŜŎŜƛǾŜŘΩ ǘƘŜ ƳŀǊƪΦ 

The cosine similarity is a measure of the similarity of two vectors by calculating the angle between 

them. For two vectors A and B, it is defined to be: 

cos—=  
ὃ .ὄ

ȿὃȿ|ὄ|
 

We can ignore the Euclidean length of the vector corresponding to the answer to classify, since this 

will remain constant as we vary the cluster vector. Thus the measure is simply: 
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ὧὰόίὸὩὶ .ὥὲίύὩὶ

|ὧὰόίὸὩὶ|
 

Classification  
For a new instance, we simply restrict the answer vector to each of the clusters, classify each 

instance, and sum over the classifications. This is analogous to a marker determining which marks in 

the mark scheme were awarded, before totaling their score. 

Extending to alternative types of mark scheme requires little change. Take for example a scheme of 

ǘƘŜ ŦƻǊƳ ά!ǿŀǊŘ м ƳŀǊƪ ŦƻǊ ŀƴȅ ƻŦ ǘƘŜ ƪ ǇƻƛƴǘǎΣ ƳŀȄƛƳǳƳ ƴέΦ ¢ƘŜ ƴǳƳōŜǊ ƻŦ ŎƭǳǎǘŜǊǎ ǊŜƳains the 

same, but in classification we take min(mark, n) so that the maximum mark is not exceeded. 

A worked example  
Suppose a mark scheme consisted of 2 marks, with the following criteria: 

1) aŜƴǘƛƻƴ ƻŦ ŀ ΨŘƻƎΩΦ 

2) aŜƴǘƛƻƴ ƻŦ ǘƘŜ ŀŎǘ ƻŦ ΨǿŀƭƪƛƴƎΩ ƻǊ ΨŜȄŜǊŎƛǎŜΩΦ 

Suppose also the following training answers were supplied, their classification denoted in brackets: 

A. The big dog started barking. (1) 

B. The dog buried his bone. (1) 

C. Adam enjoys walking and exercise. (1) 

D. The dog enjoyed exercising. (2) 

E. The big lecturer scared the timid student. (0) 

Each of the answers would be semantically analysed and deconstructed into its constituent features. 

CƻǊ ǘƘŜ ǎŀƪŜ ƻŦ ǎƛƳǇƭƛŎƛǘȅΣ ǿŜ ŜȄǘǊŀŎǘ ƻƴƭȅ пΥ ΨŘƻƎΩΣ ΨōƛƎΨΣ ΨǿŀƭƪΩ ŀƴŘ ΨŜȄŜǊŎƛǎŜΩΦ ²Ŝ ŎƻǳƭŘ ǘƘŜǊŜŦƻǊŜ 

generate the following incidence matrix A for the above answers: 

 dog big walk exercise 

A 1 1 0 0 
B 1 0 0 0 
C 0 0 1 1 
D 1 0 0 1 
E 0 1 0 0 

 

Computing M = AT . A, taking the log of each value, and normalising the columns, we obtain: 

 dog big walk exercise 

dog 0.5 0.387 0 0.279 
big 1 0.613 0 0 
walk 0 0 0.5 0.279 
exercise 1 0 0.5 0.442 

 

By inspection of the non-zero values, it is clear that the two groups obtained by clustering are G1 = { 

dog, big } and G2 = { walk, exercise }. This is consistent with the original mark scheme. We create a 

standard classifier for each of these groups (say C1 and C2), and now use the rows of the matrix A to 
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train these. We define an ordered list LR to be the groups in descending order of their similarity with 

the row R. 

The incidence vectors for the 2 groups are (1, 1, 0, 0) and (0, 0, 1, 1) respectively. Since the Euclidean 

distance of these are the same, for this example we can ignore these from the cosine measure and 

simply use the dot product instead. 

For the first row A, we have the vector (1, 1, 0, 0). We take its dot product with each of the group 

incidence vectors: 

(1, 1, 0, 0) . (1, 1, 0, 0) = 2 

(1, 1, 0, 0) . (0, 0, 1, 1) = 0 

Since 2 > 0, this gives us LA = [G1, G2]. For this first row, 1 out of 2 marks were awarded, so we train C1 

(corresponding to G1, the first element of the list) with the row (restricted to the features it contains, 

ƛΦŜΦ όмΣ мύ ύ ŀƴŘ ǘƘŜ ŎƭŀǎǎƛŦƛŎŀǘƛƻƴ ΨмΩΣ ŀƴŘ ǘǊŀƛƴ /2 with the row (restricted to (0, 0) ) and the 

ŎƭŀǎǎƛŦƛŎŀǘƛƻƴ ΨлΩΦ 

Using this method for each row, we train each classifier 5 times. 

    C1  C2  

Row Row . G1 Row . G2 Marks Training 
instance 

Class Training 
instance 

Class 

A 2 0 1 (1, 1) 1 (0, 0) 0 

B 1 0 1  (1, 0) 1 (0, 0) 0 

C 0 2 1 (0, 0) 0 (1, 1) 1 

D 1 1 2 (1, 0) 1 (0, 1) 1 

E 1 0 0 (0, 1) 0 (0, 0) 0 

 

Now that training is complete, classifying a new answer is a simple process. For example, the answer 

ά¢ƘŜ ōƛƎ ƘŀƳǎǘŜǊ ƘŀŘ ǎƻƳŜ ŜȄŜǊŎƛǎŜ ƻƴ Ƙƛǎ ǿƘŜŜƭέ ƛǎ ŎƻƴǾŜǊǘŜŘ ǘƻ ǘƘŜ ǾŜŎǘƻǊ όлΣ мΣ лΣ мύ ǳǎƛƴƎ ǘƘŜ п 

features. We take the vector (0, 1) corresponding to the group G1 and put it through C1. The classifier 

ƘƻǇŜŦǳƭƭȅ ǎƘƻǳƭŘ ǊŜǘǳǊƴ ΨлΩ ƎƛǾŜƴ ǘƘŀǘ ŀ ŘƻƎ ƛǎƴΩǘ ƳŜƴǘƛƻƴŜŘ ŀƴŘ ǘƘŜ ΨōƛƎΩ ŀŘƧŜŎǘƛǾŜ ƛǎ ƛǊǊŜƭŜǾŀƴǘΦ bŜȄǘ 

we take the vector (0, 1) corresponding to the group G2 and put it through C2. The classifier should 

ǊŜǘǳǊƴ ΨмΩ ƎƛǾŜƴ ǘƘŀǘ ΨŜȄŜǊŎƛǎŜΩ ƛǎ ƳŜƴǘƛƻƴŜŘΦ 0 + 1 = 1, therefore the final classification for this 

answer is 1. 

Pre-Testing Analysis  
Before this system is tested, it is beneficial to establish a hypothetical upper bound on accuracy 

compared with conventional classifiers. While cumulative classification has some merits, its 

cumulative nature leads unfortunately to cumulative error. 

Consider the case where the maximum mark is 1. Since partitioning the feature set into 1 leaves it 

unaffected, the algorithm behaves the same as a normal classifier. Suppose that we assign a 

probability p that the classification for an instance is correct, and for simplification, presume this is 

the same probability as classifying any mark in a mark scheme correctly. If a mark of k out of n was 

obtained, we obtain the following probabilistic upper bound for a correct overall classification being 

received: 
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P(correct) =
Ὧ

ὶ

ὲ Ὧ

ὶ
ὴὲ 2ὶ(1 ὴ)2ὶ

min (Ὧ,ὲ Ὧ)

ὶ= 0

 

This upper bound could only theoretically be reached if the segmentation is optimal, and if in 

training we always identify the correct clusters for which a mark was awarded. This expression 

seems complex, but is a simple modification of a standard binomial distribution. To understand it, 

consider firstly the probability of the examiner classifying all marks correctly. This is simply pn. Now 

consider that the examiner accidently assigns 2 marks incorrectly, such that for one mark it was 

wrongly identified as incorrect, and another wrongly identified as correct. The total classification 

would remain the same, since we are not changing the total number of marks. There are kC1 = k ways 

of picking a 1 to switch to a 0, and (n-k)C1 = (n-k) ways of picking a 0 to switch to a 1. (n-2) marks are 

assigned correctly with probability p (giving pn-2r) and 2 marks are assigned incorrectly with 

probability (1-p). We generalize this to 2r mistakes where r is the number of incorrect pairs, and sum 

over all the possible number of pairs of mistake. There is a maximum of min(k,n-k) mistakes, since 

we are limited by the number of 0s we can pair with 1s, or 1s we can pair with 0s. 

To assess the practical impact of this, take p to be a sensible value of 0.85. Presuming a random 

distribution of marks out of 4, the average upper bound for the probability of correct classification is 

0.55462. Given that errors in clustering and training are likely to lower the accuracy, this upper 

bound is bad news. However, accuracy is not the only method of evaluation, and a measure known 

ŀǎ ΨŘƛǎǇƻǎƛǘƛƻƴΩ ƛǎ ƛƴǘǊƻŘǳŎŜŘ ƭŀǘŜǊ ǘƻ ƧǳǎǘƛŦȅ ǘƘŜ ǳǎŜŦǳƭƴŜǎǎ ƻŦ ǘƘƛǎ ŎƭŀǎǎƛŦƛŎŀǘƛƻƴ ǘŜŎƘƴƛǉue. 
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8. Graphical User Interface  
 

Currently all methods and operations discussed previously are only accessible via the command line. 

When dealing with numerous files across the conversion pipeline, this can be somewhat of a 

cumbersome process. Therefore, a simple GUI (Graphical User Interface) was developed and used to 

facilitate such operations. 

The GUI consists of 3 tabbed panels. The first allows conversion between various file formats across 

the overall pipeline. The first button takes a CSV of English answers and parses them to produce a 

CSV of DRS expressions. The second button uses this and produces an ARFF, and finally the last 

button uses the ARFF to train a classifier (prompting the user to select between the different 

classification methods). 

 

A second panel allows the user to test the performance of the system for a given dataset. The user 

simply selects their desired training type and the folder containing the input data (which must 

Ŏƻƴǘŀƛƴ ŀ ŦƛƭŜ ƴŀƳŜŘ ΨŀƴǎǿŜǊǎΦŎǎǾΩύΣ ŀƴŘ ǘƘŜ ǊŜǎǳƭǘǎ ŀǊŜ ǇǊƛƴǘŜd. 
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Finally, a third panel allows individual answers to be classified given a trained classifier. 

 

There are two features of the GUI worth drawing attention to: 

¶ Drag & Drop file selection box: The class FileDragPanel is simply a component, and allows 

the user to specify a file or directory quicklyΦ Lǘ Ƙŀǎ ΨŘǊŀƎ ŀƴŘ ŘǊƻǇΩ ŦǳƴŎǘƛƻƴŀƭƛǘȅΣ ŀƭƭƻǿƛƴƎ ǘƘŜ 

user to drag a file or directory into the box to make the selection. Alternatively (given that 

the file to specify may not yet exist if it is the output of an operation) the user can click the 

panel to open a standard browse dialog. The constructor takes a file type (enforced when 

browsing) and a name, which is displayed at the top of the panel.  

¶ Loading bar: The evaluation process can be long, and thus it is desirable to give the user a 

rough indication of the time remaining. Progress bars are easy to create and update in the 

{ǿƛƴƎ ŦǊŀƳŜǿƻǊƪΦ IƻǿŜǾŜǊΣ ŀƴ ƛǎǎǳŜ ŀǊƛǎŜǎ ƻŦ D¦L ŎƻƳǇƻƴŜƴǘǎ ōŜŎƻƳƛƴƎ ΨŦǊƻȊŜƴΩ ǳƴǘƛƭ ǘƘŜ 

entire evaluation process is complete, resulting in a jump from 0% to 100% as it finishes. The 

solution is to run the evaluation process Ψin the backgroundΩ. The abstract class 

SwingWorker<Void, Void> has a method doInBackground(); by implementing this, we ensure 

that updates to the GUI during an operation are administered. The progress is merely an 

approximation, with 0-20% progress for parsing, 20-40% for generating the ARFF files, 40-

80% for training and 80-100% for testing. 

 

¢ƘŜ D¦L ǳǎŜŘ ǘƘŜ {ǿƛƴƎ ǘƻƻƭƪƛǘ ŀǾŀƛƭŀōƭŜ ǘƻ WŀǾŀΦ ¢ƘŜ Ψ[ƻƻƪ ϧ CŜŜƭΩ όǘƘŀǘ ƛs, the interface style) is set 

to match that of the operation system; as one may have observed, all screenshots were taken while 

using Windows Vista. 
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9. Evaluation  
 

The form of evaluation used employs a technique ƪƴƻǿƴ ŀǎ άмл-fold cross-ǾŀƭƛŘŀǘƛƻƴέΣ commonly 

used in Computation Linguistic systems. This splits the training set into 10 segments, trains a 

classifier on 9 of the segments and classifies the remaining 1 segment. The results are averaged over 

the 10 possible testing configurations. 

Each answer in the test segment is classified, and is compared to the actual classification from the 

data. A measure of the ǎȅǎǘŜƳΩǎ ǇŜǊŦƻǊƳŀƴŎŜ is obtained, encompassing two properties: 

¶ Accuracy: The percentage of answers that were classified correctly. 

¶ Disposition: The average displacement of the estimated marks to the actual marks. This is 

potentially a more useful measure for higher mark questions, since for a mark of 4 out of 4, 

an estimation of 3 is superior to an estimation of 0. 

The Naive Bayesian Network was chosen as the classifier (and for the cumulative classifier as the 

sub-classifiers). The decision tree classifier gave on average approximately 5% worse performance, 

and thus was ignored. Results were obtained for the 3 different approaches: the keyword approach, 

the semantic approach using the parser, and the cumulative classifier described in Section 7. 

Results 
 

   Keyword Approach Semantic 
Approach 

Cumulative  
Classifier 

Q Max 
mark 

Num 
answers 

Accuracy Disposition Acc. Dis. Acc. Dis. 

2a 1 200 94% 0.065 92.50% 0.075 92.50% 0.075 

2bi 1 192 89% 0.115 84.87% 0.151 84.87% 0.151 

2bii 2 190 78% 0.225 63.16% 0.374 53.68% 0.489 

2biii 1 200 98% 0.025 95% 0.05 95% 0.05 

2ci 2 189 70% 0.335 53.48% 0.518 50.32% 0.534 

2cii 2 193 78% 0.220 79.92% 0.201 72.68% 0.278 

4a 2 162 73% 0.306 74.74% 0.296 69.01% 0.322 

4bi 1 195 92% 0.080 93.34% 0.067 93.34% 0.067 

4bii 2 192 55% 0.465 43.29% 0.687 55.76% 0.504 

4biii 1 68 81% 0.186 78.33% 0.217 78.33% 0.217 

4ci 2 195 71% 0.305 65.13% 0.379 46.92% 0.612 

4cii 1 193 82% 0.180 76.29% 0.237 76.29% 0.237 

4d 3 163 45% 0.625 37.65% 0.708 40.88% 0.77 

5aii 2 170 65% 0.370 69.41% 0.329 65.88% 0.37 

6a 3 186 60% 0.490 53.83% 0.623 56.37% 0.506 

6b 1 201 85% 0. 155 91.00% 0.09 91.00% 0.09 

6c 4 139 48.5% 0.644 50.71% 0.707 47.14% 0.636 

8b 2 186 65% 0.366 69.06% 0.332 66.26% 0.382 

9c 2 182 71% 0.300 67.35% 0.332 52.75% 0.478 

12ci 2 168 76% 0.240 74.41% 0.256 66.73% 0.339 
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12cii 2 158 62% 0.415 70.29% 0.316 58.17% 0.463 

13bii 4 119 68% 0.522 66.67% 0.567 61.67% 0.558 

Avg     73% 0.309 70.47% 0.340 67.07% 0.370 
 

 Keyword Approach Semantic Approach Cumulative Classifier 

Mark Average Accuracy Average Accuracy Average Accuracy 
1 88.71% 87.33% 87.33% 
2 69.45% 66.39% 59.83% 
3 52.50% 45.74% 48.63% 
4 58.25% 58.69% 54.41% 

 

 

The first noticeable property of the above graph is that the semantic approach was marginally worse 

than the keyword approach. This is initially surprising, given that one would expect the set of 

features produced from the keyword approach to be a subset of that for the semantic approach, and 

thus the performance at least as good. There is a variety of explanations for this decrease in 

performance: 

1. Some variation of performance is expected given that the input data used was different. 

While the keyword approach used all input data, some badly spelled/ungrammatical 

answers were rejected by the parser, and thus discarded from the training data. 

2. The parser had the effect of transforming some of the words, such as changing plurality 

or removing tenseΣ ŀƴŘ ƻǘƘŜǊ ŦƻǊƳǎ ƻŦ ΨƴƻƛǎŜΩ. 

3. Similarly, the parser is not 100% accurate, and therefore some answers will have an 

incorrect semantic representation. 

More generally, the results show impressive performance for 1 mark questions, but a considerable 

decline in accuracy as the mark increased. The cumulative classifier gave relatively poorer 

performance to the semantic approach for 2 mark questions, but better performance for a few 

higher mark questions. Accuracy had some correlation with the size of the data set, albeit small. 
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The disposition data did not yield any significant trends across the 2 classifiers, other than being 

approximately proportional to the accuracy. There was only one dataset in which the accuracy was 

lower for the cumulative classifier but had a higher disposition. This is likely to be because the modal 

mark for each dataset tended to be 0; thus if a 4 out of 4 mark answer is classified (incorrectly) by 

the cumulative technique as 3, and as 0 by a standard classifier, the low frequency of such high-mark 

answers renders such improvement (i.e. a classification closer to the actual mark) insignificant.  

For a given dataset, the wildly variable accuracies for each segment in the 10-fold cross-validation 

are also indicative of inadequate training data. If a large dataset was used, one would expect these 

accuracies to be roughly consistent. It should be noted that the parser was not always successful in 

producing a parse, particularly for long answers. This is unfortunately unavoidable, given the poor 

quality of grammar and spelling in many of the answers. 

Cumulative Classifier  
The poorer than expected results for the cumulative classifier can partially be explained by the often 

poor datasets. As identified above, the modal mark was often 0, and for higher mark questions, full-

mark or near full-mark answers were very infrequent (in some cases appearing only once or twice). 

This, coupled with the low amount of training data, means that many of the individual mark sub-

classifiers predominantly receive a 0 as a classification in the training data. 

It is curious that questions 4d and 6a had very contrasting performance despite both having the 

same maximum mark. Inspecting the mark scheme, this is likely to be because there was less overlap 

of features associated with marks in 6a (a question on plants, in which the marks were fairly 
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independent concepts) than there was with 4d (a question on vasoconstriction, in which 2 of the 3 

marks made reference to blood). This strongly suggests that the cumulative classifier performs 

better when the clustering is less ambiguous. 

Spelling Correction  
 

Question Accuracy Change 

4a 73.30% -1.44% 
5aii 68.82% -0.59% 
6a 52.78% -1.05% 
6b 88.05% -2.95% 
6c 50.90% 0.19% 
8b 68.54% -0.52% 
9c 66.76% -0.59% 
12ci 72.46% -1.95% 
12cii 68.13% -2.16% 
13bii 67.69% 1.02% 
Average:   -1.00% 

 

The results show that spelling correction yields no improvement on accuracy. There are a number of 

reasons why there may have been a slight reduction in performance: 

¶ The correction of words integral to the grammatical structure of the sentence led to less 

answers being rejected by the parser. This combined with the other alterations to the 

dataset leads to a minor change in accuracy, either positive or negative. 

¶ The spelling corrections may be too generous ς that is, an incoherent answer with key terms 

misspelled may be penalised by the examiner. This results in some classifications in the 

training set being too high. 
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10. Conclusion 
 

The results are a mixture of encouragements and discouragements. While the spell correction and 

cumulative classifier enhancements failed to provide an increase in performance, accuracy for many 

of the data sets was high. However, there was a disappointing lack of improvement in performance 

ƻǾŜǊ ǘƘŜ ΨōŀƎ ƻŦ ǿƻǊŘǎΩ ŀǇǇǊƻŀŎƘ, even if this performance was significantly superior to ǘƘŀǘ ƻŦ ǘƘŜ Ψƪ 

ƴŜŀǊŜǎǘ ƴŜƛƎƘōƻǳǊΩ ŀǇǇǊƻŀŎƘ ƛƴ ώPULMAN 06]. Unless there were fundamental inadequacies in the 

method of featurisation used, it is clear that semantic information from the sentences bears little or 

no influence on classification on the type of data used. This is perhaps of little surprise; while 

theoretically semantics are of paramount value, in the context of factual exam questions its use is 

limited. Typically one would not expect examinees to write incoherent answers containing the 

desired ΨƪŜȅǿƻǊŘǎΩ ƛƴ ŀƴ ŀǘǘŜƳǇǘ ǘƻ Ŧƻƻƭ ǘƘŜ ǎȅǎǘŜƳ ς instead the inclusion of such keywords in an 

answer is a strong reflection that the student has understood the topic at hand. 

Despite this, the very high accuracies in some test segments suggest that accuracies could be 

significantly improved by datasets of a larger sizeΣ ŀƴŘ ǘƘǳǎ ƻƴŜ ŎƻǳƭŘ ŘŜŜƳ ǘƘŜ ǊŜǎǳƭǘǎ ΨƛƴŎƻƴŎƭǳǎƛǾŜΩ 

given the inadequacy of the data. 

Ultimately, the problem with a machine learning approach to automated exam marking is the 

existence of a no-win situation. A small training set leads to poor results, but a large training set is 

counterproductive for the classification problem at hand; each classifier can only be used for a 

specific question, and thus unless the total number of exam papers is very large, manually marking a 

large subset of these is not economical. 

The conclusion is that the approach of manually specifying the mark scheme required (via the 

patterns previously explained in the introduction) is superior to attempting to learn such patterns. 

The cumulative classifier may aid in identifying possible groups of features for each mark, but given 

100% accuracy in the segmentation algorithm is unrealistic, this leads to features occurring in 

incorrect groups, and thus renders such information limited in use. The cumulative classifier does 

ƘƻǿŜǾŜǊ ǇǊƻǾƛŘŜ ǎƻƳŜ ΨŦŜŜŘōŀŎƪΩ ǿƘŜǊŜ ǘǊŀŘƛǘƛƻƴŀƭ ŎƭŀǎǎƛŦƛŜǊǎ ǿƻǳƭŘ ƴƻǘΣ ƛƴ ǘƘŀǘ ǘƘŜ ŎƭŀǎǎƛŦƛŜǊ 

indicates which of marks in the classification were and were not awarded. 

There are number of extensions that may be made to this research. A more accurate segmentation 

ŀƭƎƻǊƛǘƘƳ ǘƘŀǘ ŘƻŜǎƴΩǘ ǊŜƭȅ ƻƴ ǘƘŜ Ŏƻ-occurrence matrix could be investigated. Relying solely on the 

co-occurrence matrix is possibly naive, as one cannot assume that two features occurring frequently 

together necessarily relate to the same mark (and as discussed, limiting the dataset to 1-mark 

answers is too restrictive). One might also propose that the system may effectively be used in 

another domain where one large dataset is used to classify instead of multiple smaller ones. Other 

ƻǇǘƛƳƛǎŀǘƛƻƴǎ ŎƻǳƭŘ ŀƭǎƻ ōŜ ƛƴǾŜǎǘƛƎŀǘŜŘΣ ǎǳŎƘ ŀǎ ΨǎǘŜƳƳƛƴƎΩΣ ǿƘƛŎƘ ƳŜǊƎŜǎ ŎƭŀǎǎŜǎ ƻŦ ǿƻǊŘǎ 

ŎƻƴǘŀƛƴƛƴƎ ǾŀǊƛŀƴǘǎ ƻŦ ǘƘŜ ǎŀƳŜ ǿƻǊŘ όŜΦƎΦ άŦŜǊǘƛƭƛǎŜέΣ άŦŜǊǘƛƭƛǎŜŘέ ŀƴŘ άŦŜǊǘƛƭƛǎŀǘƛƻƴέύ into a single 

representation. 
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11. Implementation notes  
 

All coding was written in Java (1.6). 

a) Parsing  
The WebsiteParser Ŏƭŀǎǎ ǳǎŜŘ ŦƻǊ ΨƻƴƭƛƴŜ ǇŀǊǎƛƴƎΩ ǎƛƳǇƭȅ ƛƴǎŜǊǘǎ ǘƘŜ 9ƴƎƭƛǎƘ ǎŜƴǘŜƴŎŜ ƛƴǘƻ ǘƘŜ ¦w[ 

όŀŎǘƛƴƎ ŀǎ ŀ ǇŀǊŀƳŜǘŜǊύΣ ƻōǘŀƛƴǎ ǘƘŜ ǊŜǎǳƭǘƛƴƎ ǇŀƎŜ όǳǎƛƴƎ WŀǾŀΩǎ InputStreamReader on the URL as a 

stream), and extracts the DRS expression from it.7 

ServerThread ƛǎ ŀ Ŏƭŀǎǎ ǳǎŜŘ ǘƻ ƳŀƴŀƎŜ ŀ ǇŀǊǘƛŎǳƭŀǊ ŎƻƴƴŜŎǘƛƻƴΦ !ǎ ŀƴ ŜȄǘŜƴǎƛƻƴ ƻŦ WŀǾŀΩǎ Thread 

class, such managers can be run concurrently to service multiple connections simultaneously.  

Instructions to the SOAP server and client can be made via the command-line. We can execute such 

instructions from Java by constructing a Process object. This can be obtained by 

Runtime.getRuntime().exec(command). The Process class usefully has a method waitFor(), which 

causes the method to halt until the scheduler signals completion of the process. One might wonder 

why inelegant file writing and reading were used in ServerThread instead of piping. This is because 

the command-line functionality is very limited in Java, and thus can only execute basic commands. 

The following command-line prompts are used in implementing the server: 

¶ soap_server --server localhost:9000 --candc ../candc/candc-1.00/models/boxer                                                           

is used to start the server on the local machine (using an arbitrary port), specifying the 

Boxer data as the parsing model to use. Since there is no way of determining whether 

the parser has fully loaded, we wait a fixed amount of time (20 seconds) before 

continuing. 

¶ soap_client --input inputFile --output parsedFile --url http://localhost:9000                    

This command instructs the SOAP client to communicate with the SOAP server. The 

parsed output (in CCG form) is outputted to a file. The port must be the same as that 

specified in initialising the SOAP server. 

¶ boxer --input parsedFile --output finalOutputFile --box true ςflat                                 

This takes the parsed file and uses Boxer to produce the DRS expression. We extract this 

from the output file and write this to the output stream of the server. 

b)  Implementing • 

Implementing the j function involves 2 stages. The first is to convert the DRS string obtained from 

parsing into some object oriented form. The second takes this construction to generate the desired 

atoms. The DRSreader Ŏƭŀǎǎ ƛƴ ǘƘŜ ΨǇŀǊǎŜǊΩ ǇŀŎƪŀƎŜ ƛǎ ǳǎŜŘ ǘƻ ŜȄŜŎǳǘŜ ǘƘƛǎ ŦƛǊǎǘ ǎǘŀƎŜΣ ǇǊƻŘǳŎƛƴƎ ŀ 

SemanticModel object. A SemanticModel represents all the variables, predicates and relations 

(including equality, etc.) within the DRS. 

To do this conversion, we establish an abstract class Expr. This has 2 unimplemented methods: 

                                                           
7
 Such a techniquŜ ƻŦ άǿŜō-ǎŎǊŀǇƛƴƎέ ƛǎ ƎŜƴŜǊŀƭƭȅ ŘƛǎŎƻǳǊŀƎŜŘ ŦƻǊ ƭŀǊƎŜ ŀƳƻǳƴǘǎ ƻŦ ŘŀǘŀΣ ŀƴŘ ǘƘŜǊŜŦƻǊŜ 

WebsiteParser can only be used to obtain parses for individual sentences (i.e. for classification rather than 
training purposes). 



32 
 

¶ int parse(List tokens, Integer index): Takes a list of tokens (where each token is a word or 

character of the DRS string) and the point to which we have currently scanned. This parses 

the tokens in a way relevant to the part of the DRS tree we are currently in, and builds up 

the internal structure of this object. The integer returned is the new token position after 

parsing. 

¶ void process(SemanticModel model): Used for the second phase. It takes the structure of the 

object accumulated from parsing, and updates the SemanticModel. 

We use an abstract class as opposed to an interface so that we can define a method simpleParse, 

which parses a single token (containing no information, such as parenthesis) and produces an error if 

the token is not as expected. 

Clearly we must first convert the DRS string to tokenised form. A method List<Object> 

tokenize(String str) in DRSreader ǇŜǊŦƻǊƳǎ ǘƘƛǎΣ ǳǎƛƴƎ WŀǾŀΩǎ StringTokenizer class. To then initialise 

the parsing process, we just then construct a new Drs object (representing the root of the new tree 

being constructed), and then execute its parse method with these tokens. One might wonder why a 

List of tokens is used and not a more intuitive data structure such as an Iterator, where once a token 

ƛǎ ŎƻƴǎǳƳŜŘΣ ƛǘ ƛǎ ƴƻǘ ǎŜŜƴ ŀƎŀƛƴΦ ¢ƘŜ ǊŜŀǎƻƴ ƛǎ ǘƘŀǘ ǎƻƳŜǘƛƳŜǎ ǿŜ ǿƛǎƘ ǘƻ ΨǇŜŜƪΩ ŀǘ ǘƘŜ ŎǳǊǊŜƴǘ 

token without consuming it, in scenarios where there are multiple types of children that a node 

could have. 

Now that a tree structure of the DRS has been obtained, we use it to construct SemanticModel. This 

object contains the following items: 

¶ A map of variable names to SemanticVar, where a SemanticVar represents a variable in the 

DRS. Each has a reference to identify it (e.g. x1), a name of the object/event it is 

representing (e.g. dog), and a list of attributes (e.g. [hairy, large]). It has methods to set its 

name/add an attribute8, set its cardinality, and to obtain a list of its semantic atoms (as 

defined earlier). 

¶ A list of SemanticRel, representing relations in the DRS. All relations are binary, therefore we 

have a reference to the left and right variables (we use their name rather than a pointer to 

the variable itself), and the predicate being applied. It similarly has a method to generate a 

list of semantic atoms as defined in Section 4. 

SemanticModel maintains all other relations, that is, equalities and implications, and has methods to 

generate their atoms appropriately. It is possible to have nested SemanticModels, in the case when 

ǘƘŜ 5w{ ŜȄǇǊŜǎǎƛƻƴ ǳǎŜǎ ǘƘŜ ΨPropΩ (i.e. proposition) construction. When processing this, we 

construct a new child SemanticModel, set its parent to the current model, and redirect the 

processing of the sub-expression to the child model. Therefore when looking up a SemanticVar for a 

given name (a process required by SemanticRel), if it is not contained within the local context, we 

recursively search its ancestors. 

The KeywordIdentifier class can be used to display the list of atoms for a DRS expression. While not 

used in the overall pipeline, it is useful for analytical purposes. 

                                                           
8
 ²Ŝ Ŏŀƴ ŘŜǘŜǊƳƛƴŜ ŀƴ ŜƴǘƛǘȅΩǎ ǘȅǇŜ ōȅ ƛǘǎ ΨposTypeΩ ǾŀƭǳŜΦ LŦ ǿŜ ƘŀǾŜ hairy(x1) ŀƴŘ ƘŀƛǊȅ Ƙŀǎ ǘƘŜ ǘȅǇŜ ΨŀΩ 

(indicating an attribute) we add it to the list. If we have dog(x1) ŀƴŘ ŘƻƎ Ƙŀǎ ǘƘŜ ǘȅǇŜ ΨƴΩ όŦƻǊ ƴƻǳƴύΣ ǿŜ ǎŜǘ ǘƘŜ 
ǾŀǊƛŀōƭŜΩǎ ƴŀƳŜΦ 
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c) Dictionary Methods  
The class SpellUtils provides access to methods associated with misspellings, such as determining 

whether a word is incorrect misspelled, and if so, producing a list of suggestions. An external library 

άSwabunga Spell Engineέ ǿŀǎ ǳsed, which provides such methods. 

d)  Cumulative Classification  
¶ Manual Mark Group Specification 

A marklist ŦƛƭŜ ǎƛƳǇƭȅ Ŏƻƴǘŀƛƴǎ Ǌƻǿǎ ƻŦ ǘƘŜ ŦƻǊƳ άfeature -> [list of groups]έΦ LŦ ǘƘŜ ŘƛǊŜŎǘƻǊȅ 

ǘƘŜ ŎƭŀǎǎƛŦƛŜǊ ƳƻŘŜƭ ƛǎ ōŜƛƴƎ ƻǳǘǇǳǘǘŜŘ ǘƻ Ŏƻƴǘŀƛƴǎ ŀ ŦƛƭŜ ƴŀƳŜŘ ΨmŀƛƴΦƳŀǊƪƭƛǎǘΩ, then this will 

override any other segmentation method used. A class MarkListModifier provides a 

command-line interface to reduce the hugely time-consuming burden of manually assigning 

ƎǊƻǳǇǎΣ ǿƛǘƘ ŎƻƳƳŀƴŘǎ ǎǳŎƘ ŀǎ άCONTAINS word groupέ ǘƻ ŀŘd any feature containing 

ΨǿƻǊŘΩ ǘƻ ǘƘŜ ǎǇŜŎƛŦƛŜŘ ƎǊƻǳǇΦ 

¶ Training 

A class ClusterUtils provides methods to perform this ranking and converting vectors to their 

appropriate form:  

List<Integer> getClustersBySimilarity(double[] row, List<Set<Integer>> clusters) takes the row 

and clusters and produces a ranked list of cluster indices using the cosine measure.  

double[] getClusterIncidenceVector(Set<Integer> clusters, int numFeatures) puts the cluster 

in a vector form for use in the above method.  

Lastly, double[] getRowRestrictedToCluster(Set<Integer> cluster, double[] row) removes 

ǾŀƭǳŜǎ ŦǊƻƳ ǘƘŜ ǾŜŎǘƻǊ ǘƘŀǘ ŎƻǊǊŜǎǇƻƴŘ ǘƻ ŦŜŀǘǳǊŜǎ ƴƻǘ ƛƴ ǘƘŜ ŎƭǳǎǘŜǊΦ ¢Ƙƛǎ ƛǎ ǘƘŜ ΨƛƴǎǘŀƴŎŜΩ 

used in training each classifier. 
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